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ABSTRACT
This paper presents an approach that supports creative knowledge
work by re-presenting information that the user has previously
used. The Phantasmic Shadows system uses a set of presently
used information pieces as a way to imply the user’s current
interest. The system then sorts previously viewed information
pieces in the order of the computed relevance to the user’s current
interest, and presents the highly ordered pieces in an unobtrusive
manner as a peripheral display on the desktop.

Categories and Subject Descriptors
H.5.2 [Information Interfaces and Presentation]:
Interfaces – Graphical User Interfaces, Interaction styles.

User

General Terms
Design, Human Factors

Keywords
Task contexts, 2D display, personal information spaces,
information re-presentation, organic information structuring,
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1. INTRODUCTION
Many existing approaches to information-based support for
knowledge work focus on how to manage and organize
information to retrieve relevant and more useful information more
quickly with less effort for the task at hand [Dumais et al.
2003][Boardman, Sasse 2004]. They explore such issues as how
to identify the meaning of an information object for a user’s
particular context or how to identify the user’s present, past, and
future contexts [Kaptelinin 2003].
In engaging in cognitively intensive knowledge work, we rarely
think of the meaning of an information object we use; we simply
use it because we feel that we need it. We may need it for a
variety of reasons, such as to confirm fact-based data, to
understand a representation, or to think of alternatives. Such
reasons, the goal and purpose of the information use, are not a
priori explicitly identified; we simply do not think that way in
engaging in knowledge work. Such reasons become apparent after
we actually use the information. Our actions often imply purposes
and goals, not vice versa.

This paper presents our approach to supporting creative
knowledge work by re-presenting information that the user has
previously used. We use a set of presently used information pieces
as a way to imply the user’s current interest [Fischer, Nakakoji
1991][Nakakoji 1994]. The Phantasmic Shadows system then
sorts previously viewed information pieces in the order of the
computed relevance to the user’s current interest, and presents the
highly ordered pieces in an unobtrusive manner as a peripheral
display [Matthews et al. 2004] on the desktop.
The approach is not meant to support a user when the user is
aware of his/her information needs from external sources; the user
should then use search mechanisms (such as Google). The
approach also is not meant to support a user in organizing
personal information spaces; other mechanisms can allow the user
to engage in organizing and managing information. Rather, the
approach is meant to support a user engaging in creative
knowledge work by presenting information that might be useful.
Whether the user actually pays any attention to the presented
information, or whether the user find the information useful, is
completely left to the user. The user may simply ignore such
information if he/she so desires.

2. USE-CENTRIC INFORMATION USE
We use a variety of information resources while engaging in a
creative knowledge task.
Figure 1 (a)-(c) shows three snapshots of the desktop image from
the computer of one of the authors taken at different times during
the author’s project to write a research paper.
The first snapshot was taken when the author was working with a
part of the paper trying to describe case studies of a performance
art exhibition. At the center is a text editor that the author was
using in writing the paper. The author opened pictures taken
during the exhibition on the desktop, and displayed mail messages
that reported on the exhibition. An annotated paper sent by
another co-author is displayed in the bottom-left corner of the
desktop. A text file that the author wrote a few months ago is also
shown.
The second snapshot was taken a little later when the author was
working with a part describing a conceptual framework in the
paper. Several downloaded papers are opened and arranged
around the text editor the author was using. Each of the windows
displaying the papers was scrolled to a certain part of the paper. A
figure in one of the papers is enlarged in a PDF viewer.

The third snapshot was taken a few hours later when the author
was formatting a list of references for the paper. Web browsers
are arranged that display search results. A few of the previously
displayed papers remain open. The PDF viewer for one of the
papers is scrolled to its reference section, and the section is
zoomed-in.

books, printed papers, or handwritten notebooks, as illustrated in
Figure 2.

Figure 2: A Physical Desktop during the Project

The three snapshots of the computer desktop illustrate:
(1)

that we use a variety of information resources when
engaging in a particular task during a project;

(2)

that information resources we use change over time
within a single project as it progresses; and

(3)

that we may use different parts of a single information
resource at different times.

What set of information resources are opened and used at a certain
time partially tells the context of the user at that particular time.
By looking at each snapshot, the author could partially tell when
the snapshot was taken in terms of what task he/she was engaging
in then.
Our approach is to view the currently opened file as partially
implying the current “task” at hand. We then use the implication
to present, in an unobtrusive manner, information resources that
the system assumes relevant to the current task.

3. RELATED APPROACHES

Figure 1: Snapshots of the Desktop During a Single Project

These situations are typical when we use a computer to perform
knowledge work, such as writing papers, analyzing data, or
programming. While engaging in a primary task (in this case,
writing a research paper), we open a variety of types of
information on the desktop through various tools, such as word
processors and Web browsers. During the task, we may feel that
we need to look into a particular information source, so we search
for it, open it, identify the part that we want to view, and keep it
around the primary tool on the desktop. We may look for different
parts of the same information source at different times. We keep
performing this type of information use throughout the time we
engage in the primary task.
In fact, this type of work practice comes from the traditional ways
of using information in the form of physical objects, such as

Opening potentially relevant information resources on the desktop,
spatially arranging them, and keeping them open is in fact a
widely recognized way of working. The limitation of screen estate
has been regarded as a primary issue because many windows
opened on top of each other on the desktop occlude the views of
the underlying files. To cope with this issue, some windowing
systems, such as FVWM (Free Virtual Window Manager),
support multiple workspaces, which allow a user to have multiple
“desktop” spaces to arrange a potentially large number of
windows. Mac OS X has introduced Exposé to help a user locate a
certain window by simultaneously displaying all of the currently
opened files in miniature size so that one can browse all of them
at once and visually identify the desired window. Many
application systems now offer an “open recent” command, which
helps users reopen a recently used file.
Our approach is to go beyond managing the huddle of windows
on the desktop. We want to bring up information resources that
are presumably relevant to the information objects that are
currently being used. This addresses two major areas of research
that have recently been actively studied: personal information
management, and the use of task contexts.

3.1 Personal Information Management
Existing work on the use of personal information spaces is
primarily labeled as personal information management (PIM)
[Boardman, Sasse 2004]. As the term “management” suggests, it
mainly focuses on how people collect, organize, maintain, and
retrieve information from a personal information space.
Empirical studies have been reported about what strategies people
use in organizing personal information. Barreau and Nardi [1995]
report on how people organize their desktops, and Bellotti et al.
[2004] report on how people organize to-dos in personal task list
managers. Boardman et al. [2003] show how people maintain
hierarchies across tools, including files, email messages, and Web
bookmarks.
A number of tools have been developed to search the personal
information space. Google Desktop, for instance, searches a local
disk space based on keywords.
More recent work focuses on the use of personal context for
retrieving information from a personal information history. Many
such approaches use multiple information sources that are
associated via timestamps. Stuff I’ve Seen, for instance, provides
a unified index for email messages, Web pages, and other types of
personal documents [Dumais et al. 2003]. Temporal relationships
among those information sources have been found to be important
retrieval cues for users [Dumais et al. 2003]. TimeMachine
Computing uses the temporal views and the time-line view to
locate files put on the desktop [Rekimoto 1999].
Tools and mechanisms have been proposed to help users revisit
Web pages by a variety of means [Cockburn et al. 2003]. For
example, WebView is an extended Web browser with the
enriched “back” button that presents a list of thumbnail images of
previously visited pages, and the “dogear” mechanism that gives
the user a cue for whether the page was previously visited and
bookmarked [Cockburn et al. 1999]. Browsing Icons [Mayer et al.
2001] displays animated graphs of users’ browsing paths as they
surf the Web, and the Global Tree browser [Nadeem et al. 2001]
and Domain Tree browser [Gandhi et al. 2000] visually present
trees of a personal Web browsing history adjacent to the currently
viewed page. MindRetrieve [MindRetrieve] and browseback
[browseback] are browsers specifically built to help users search
the history of personal Web browsing by using keywords and
thumbnail images of pages.
The primary goal of the above approaches is to retrieve
information from the personal information space and to help a
user understand what is retrieved. These approaches typically
views a user’s information search and comprehension task as
being independent of the user’s primary task.
In contrast, our interest is in supporting information use within the
context of the user’s primary task. The concept is similar to the
HCB (History-Centric Browser) system, which allows a user to
browse a previously visited Web page stored in the history
database in the same way as browsing a page on the Web [Shirai
et al. 2006].

3.2 Task Contexts
Our approach is to model a user’s task context based on what set
of information sources the user is currently “looking at.”
A number of studies have recently been reported to use a task
context to retrieve information relevant to the context. Such a

system typically asks a user to specify a context, and monitors
what information the user accesses within the context. The system
then identifies patterns of information usage within the context by
using machine learning algorithms and suggests potentially useful
information for the context.
UMEA [Kaptelinin 2003] asks a user to specify a project and
collects interaction history logs associated with the project. The
system then allows a user to switch to another project, which
would bring up project-specific activity data and information
resources. A user may reassociate logs with other projects if
he/she forgets to specify a new project or finds that the project
context has been changed. TaskTracer [Dragunov et al. 2005]
creates a task profile by monitoring a user’s actions and
information resources accessed by the user within a specified task
context. The system then locates past activities and relevant
resources when selecting a task. Dredze and Lau [2006] apply the
same technique for classifying email messages, and Mylar
[Kersten, Murphy 2005] uses the explicitly specified task context
for a Java programmer to filter structured programming objects
that are likely to be relevant to complete the task. Prinz and
Zaman [2005] suggest the location of a document in organizing a
shared workspace by using ontologies used in the document.
These tools require that a user explicitly specifies a task context;
more recent work, however, such as TaskPredictors by Shen et al.
[2006], tries to predict a user’s task by monitoring what document
or email message the user opens. Oliver et al.’s SWISH (Semantic
Analysis of Window Titles and Switching History) [2006] also
monitors a user’s desktop activity, logs and identifies window
relatedness in terms of semantic similarity of titles and temporal
closeness in the user’s access patterns, to cluster window titles.
Our approach is similar to these two approaches in that it does not
require a user to explicitly specify a context. We simply use a
single context, which is implied by a set of the currently opened
files. The currently opened file set, however, dynamically changes,
and we need to continually update the model of the contents.
The use of currently opened files as a way to formulate a query is
similar to the approach by Budzik and Hammond [2000]. Their
Just-In-Time information infrastructure allows a user to access
information based on the presently used documents without
explicitly specifying a query. The system uses weighted words
and knowledge bases to formulate a query. The focus, however, is
on query formulation to retrieve information as a way to assist
information management, and not in the sense of re-presenting
previously used information.

4. MECHANISMS
We use a natural language-processing technique to infer the
potential relevance of information pieces to the currently opened
files. The technique uses the notion of a document, words that
constitute a document, and a group of documents. The technique
uses the frequency of each word in a document to classify
documents into a group.
The system records what information piece a user views over a
long period of time into an activity history database. The system
distinguishes two sets of information pieces among the recorded
data: those that are currently displayed on the user’s desktop
(CurrentGroup), and those that are not currently displayed but
previously viewed by the user (PreviousGroup).

The system then uses the Naïve Bayesian Classifier (NBC)
technique to rank information pieces in PreviousGroup in terms of
the inferred degree of relevance (DoR) to the contents of the
CurrentGroup.
The Naïve Bayesian classifier [Mladenic, Grobelnik 1999][Nigam
et al. 1999][Sebastiani 2002] is a widely used machine learning
algorithm applied to text categorization tasks. It is based on
Bayes’ theorem:
P(A|B) = P(A)P(B|A)/P(B)

degree of similarity of d-previous-high to each
document d-current in CurrentGroup in terms of
the frequency of each feature keyword identified
above.
In the actual implementation, we use the logarithmic values in the
above formulae to avoid underflow errors of floating point values,
and the exponential equation for representing the similarities.
Figure 3 illustrates how the mechanism works.

— (1)

and the independence assumption that says that the occurrence of
each of the words that constitute a document is statistically
independent of those of others:
P(d|G) = P(w1|G)P(w2|G)P(w3|G)* ...* P(wn|G)
— (2)
where a document d consists of a set of words {w1, w2, w3, ....
wn}, P(d|G) is the probability of the occurrence of a document d
in a group G, and P(w|G) is the probability of the occurrence of
a word w in the group of documents G.
A document d is classified as a member of the group G if and only
if P(d|G) > P(d|^G) holds, where ^G is a set of all documents
but not included in group G. Thus, by applying Bayes’ theorem
and the independence assumption, the degree of likelihood that a
document d belongs to group G is calculated as the following
value:
P(d|G)/P(d|^G)
= (P(w1|G)P(w2|G)P(w3|G)* ...* P(wn|G)) /
(P(w1|^G)P(w2|^G)P(w3|^G)* ...* P(wn|^G)) — (3)
Empirical studies of applying the technique show that it is
important to select a set of keywords as features for calculating
the value [Mladenic, Grobelnik 1999] by using the OddsRatio
value of each word, defined as follows:
OddsRatio(w, G)
= P(w|G)(1-P(w|^G))/P(w|^G)(1-P(w|G))

— (4)

A word that makes the OddsRatio value large is considered an
important feature for distinguishing group G from the others. By
using this technique, the mechanism identifies a set of words
(features) for a document d that satisfy the following:
(for each w in d) OddsRatio(w, G) > t

— (5)

where t is a predefined threshold.
The algorithm that the mechanism uses is as follows:
step 1: Identify and collect a set of feature keywords for
all the documents in CurrentGroup by using
relationships (4) and (5) above.
step 2: For
each
document
(d-previous)
in
PreviousGroup, calculate equation (3) by using
the feature keywords identified in step 1.
step 3: Rank-order documents in PreviousGroup by
using the value calculated in step 2.
step 4: For each document (d-previous-high) of those
that are highly ranked in step 3, calculate the

Figure 3: The Mechanism

5. THE PHANTASMIC SHADOWS
SYSTEM
We have implemented the Phantasmic Shadows system based on
the mechanism outlined in Section 4.

5.1 Overview
The Phantasmic Shadows system is currently implemented in the
Squeak environment. The desktop is currently implemented as a
Squeak project space. The system can handle information
displayable in a Squeak project in such tools as Squeak class
browsers, text file editors (text files and mail messages), and Web
browsers.
We have implemented filters for Squeak class browsers to extract
natural language words from class definitions and method
implementations. We use a simple natural language processing
filter to identify words from text files, Web pages, and mail
messages. An information object in this section refers to a class
definition, a method definition, a text file, a Web page, or a mbox
file.
When a user opens an information object in the Squeak project
space, the Phantasmic Shadows system processes the content of
the information object, and treats it as an entry to the
CurrentGroup. When the user closes the window, the system
moves the entry into the PreviousGroup.

By using the algorithm described in Section 4, the Phantasmic
Shadows system then identifies potentially relevant information
objects from PreviousGroup for the contents in CurrentGroup. In
presenting pieces of information from PreviousGroup, we use 2D
spatial layouts of the thumbnail images (see Figure 4). Each
thumbnail contains the name of the file and a list of the top five
feature keywords used for the selection of the file from
PreviousGroup.

5.3 Visual Designs
We are currently exploring ways for Phantasmic Shadows to
visually re-present information objects from PreviousGroup in the
desktop space.
Instead of using thumbnail icons, we could use actual windows.
The problem with the thumbnail display is that even though the
user can infer what the content is, it is necessary to open the file to
see the actual contents.
Instead of displaying an object as a thumbnail, we could open a
browser for the object (see Figure 5). This would allow us to save
the extra step of opening it. However, this method would easily
fill up the display space, causing a serious view-occlusion
problem. When the re-presented information is not visible for a
user, the user would not be aware of its existence.

Figure 4: Information Re-Presentation by Phantasmic Shadows
Our current implementation uses the top seven ranked information
objects from PreviousGroup. The higher the rank, the darker the
displayed thumbnail. Each 2D location is determined in terms of
its similarities to each of the objects in CurrentGroup. We
currently calculate the center of the gravity among the objects in
CurrentGroup by using the similarity values as weights.

5.2 Scenario
A programmer Joan is currently engaging in implementing a class
method that categorizes Smalltalk classes. While browsing the
Smalltalk library, she decides to use the Naïve Bayesian classifier
for
the
categorization,
so
she
displays
the
NaiveBayesClassifier class in a class browser toward the top
left corner of the project space.

Figure 5: An Alternative Visualization with Larger Thimbnails

An alternative is to show the opened file in a half-sized view
(Figure 6).

She opens another class browser tool and continues browsing the
classes. She ends up opening a few more classes within the space.
She now becomes aware that thumbnails in light colors appear in
the space surrounding the browser window she has just opened.
Those thumbnails include LitNaiveBayesFilter, which could
be relevant to her task. She clicks on the thumbnail and browses
the LitNaiveBayesFilter class. She finds it interesting and
drags and kept the class browser open.
The system was also showing a thumbnail of the Morph class in
very light gray before she opened LitNaiveBayesFilter.
However, after she opens LitNaiveBayesFilter in the space, the
Morph thumbnail becomes invisible because it is no longer
highly ranked in terms of the relevance to the currently displayed
objects in the project space.

Figure 6: Another Alternative Visualization
Another concern involves where the suggested information
objects should be displayed within the space. We are currently

calculating the center of gravity based on similarities to each of
the CurrentGroup objects. Because the system is “re-presenting”
the previously used objects, however, an alternative could be to
bring it up where it was previously positioned. Again, this often
occludes the current view or is occluded by the current view (see
Figure 7).

different degrees of translucency to represent different levels of
importance for each information object. Transitions are “a
mechanism for creating effects on a display that attract an
appropriate amount of attention from the user based on a new
event’s notification level.” This is a challenging issue, and we
need to further explore the design of the system from this
perspective.
(2) Presenting Information through a 2D Spatial Layout
Spatial layouts have been studied in the context of spatial
hypertexts. People use 2D space (1) to organize information to
understand emerging structures among the information pieces
(e.g., Aquanet [Marshall et al. 1991] and VKB (Visual
Knowledge Builder) [Marshall, Shipman 1995][Shipman et al.
2002]); (2) to experience emerging meaning among the
information pieces (e.g., [Rosenberg 2001][Tinderbox]); and (3)
to design a formal structure among the information pieces (e.g.,
ART001 [Yamamoto, Nakakoji 2005], ART014 [Nakakoji et al.
2005], and ART009 [Yamamoto et al. 2005]).

Figure 7: An Alternative of Positioning of Thumbnails

6. DISCUSSION
By using a natural language processing technique, such as Naïve
Bayesian classifier, the Phantasmic Shadows system could
retrieve heterogeneous types of objects, including text files and
mail messages, Web contents, and class and method definitions in
Smalltalk libraries.
In designing interaction, we take three concerns as important
factors: presenting information in an unobtrusive manner,
presenting information through a 2D spatial layout, and
organically structuring information.
(1) Presenting Information in an Unobtrusive Manner
The tool-initiated information presentation always faces the
challenge of coping with potential user interruption [Horvitz et al.
2003]. CodeBroker [Ye, Fischer 2002], which presents a list of
Java classes potentially relevant to the current Java programming
task, copes with the challenge by employing a technique to
present information initially in a subtle manner and incrementally
provide details on demand. By initially presenting the information
in an unobtrusive manner, the system allows a user to easily
ignore the system’s “suggestions” if the user is not interested.
We think that our approach of re-presenting information should
present information as a peripheral display. Peripheral displays
have been studied in the context of ubiquitous computing.
Matthews et al. [2004] argue that abstraction, notification levels,
and transitions are three key features necessary for designing
peripheral displays. Abstraction “involves extracting features or
reducing the fidelity of information so that it is easier to read at a
glance than the raw input.” In our case, because the presented
information objects were previously viewed by the user, it should
not demand too much cognitive resource to understand what is
presented, even in thumbnail representations. Notification levels
“refers to differences in information importance.” We use

The way we use a 2D spatial layout in this approach suggests a
fourth aspect: to organize potentially useful design materials. In
this aspect, even though the space implies what the user is
currently thinking, the user does not try to understand what the
space implies. RemBoard, for instance, uses a 2D space for
annotating classes viewed during a programming task [Takada et
al. 2000]. Cohghlan and Johnson [2006] use a 2D space to place
musical pieces to engage in composing music.
(3) Organically Structuring Information
We view the use of information not as a static process but as a
dynamically evolving process through reinterpretations
[Snodgrass, Coyne 1997]. Continual reinterpretations of
information play an important role in people’s creative knowledge
work [Hori et al. 2004].
A person may locate a piece of information with a certain
objective in mind, but may use it for different purposes. How the
user interprets the information depends on both the objective
asserted for using the information and the user’s preunderstanding
of the content of the information: what he/she already knows
about the information.
By interpretation of information, we mean a person’s cognitive
activity identifying what meanings, values, and uses the
information provides for him/her for the task at hand. The same
piece of information may be interpreted differently by the same
individual if his/her information needs are situated differently.
People obtain the same information for different objectives and
use it differently. They may repeatedly use the same information
for different tasks at hand through reinterpretations, making
revisitation of information necessary. In fact, Cockburn et al.
[2003] have shown empirical evidence that more than 80% of
information use is revisitation. We consider that such divergent
and shifting understanding of information is an important driving
force in creative knowledge work as well as coherent and shared
understanding in both individual and collaborative settings
[Nakakoji et al. 2000].
The way we identify potentially relevant information can be
viewed as organic information structuring, where the structuring
is personal, contextualized and dynamic. Use-centered

information use can be achieved only through such organic
information structuring.

7. SUMMARY
A user engages in a knowledge intensive creative task by
continuously attending to a variety of external information
resources. Our approach to helping such creative knowledge work
is to re-present potentially relevant information objects from the
user’s personal information space. The approach is neither to
search, organize, or manage a personal information space, but
rather to “deliver” objects that might be relevant to the user’s
current task — use-centric information re-presentation. This
research is based on a premise that knowledge workers engage in
more than one, possibly many kinds of tasks in our daily life.
They may use the same information object in different contexts
for different purposes. Their information needs are not always
obvious but may arise and be uncovered by interacting with
presented information. It could be useful without becoming
nuisance and distracting if potentially relevant information is
presented in an unobtrusive manner by carefully designing the
presentation and interaction with it.
The Phantasmic Shadows system, which illustrates the approach,
uses a natural language processing technique (i.e., Naïve Bayesian
classifier) to develop relationships among information objects that
a user attends to. We have implemented varieties of presentation
and interaction techniques with the Phantasmic Shadows to
explore the space of visual interaction design for unobtrusively representing information.
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