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1.  Introduction

The interest in hypertext systems has increased significantly during the 1980’s.  New technology, the

increasing importance of graphics, and the trend toward supporting diverse media are some of the

factors stimulating this renewed interest.  Yet, when we review the literature on the development of

hypertext systems, we see little discussion devoted to data handling (information storage and access)

characteristics.  This paper will discuss the functionality and characteristics of the back-end

components for eleven hypertext systems.  The purpose of this review is not to provide an

opinionated comparison of their capabilities, but rather to objectively describe the type of functions

provided by various hypertext back-end components.  Throughout this paper, the term "hypertext" is

synonomous with the term "hypermedia".

1.1  Preliminary Definitions.

The terminology among hypertext researchers is currently not well defined.  With respect to this

paper, the terms anchor, link, and node are important for understanding the back-end components of

each hypertext system.

An anchor or anchor point is an element (character, pixel, word, object, character string) within a

node which serves as either the source point or destination point of an association between two or

more components of a hypertext.  For example, the string of characters "[BUSH 45]" is an

association to a more complete description of the work by Bush.  Coincidentally, the complete

bibliographic reference associated with the anchor point [BUSH 45] is also an anchor point.  The

anchor point [BUSH 45] is called the source anchor, while the complete bibliographic reference is

called the destination anchor.

Anchor points are connected together or associated through links.  Links may be named to help in

remembering the purpose or association between anchor points.  Links may also be typed in which

case they inherit a set of functions that can be performed during linking or node manipulation.  A

user navigates through a hypertext by following links from source anchor to destination anchor.
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A node is a container of information.  Nodes may contain text, graphics, sound, or other media.  A

node may also be associated with execution; that is, following a link may cause a program to be run

or some type of action to be performed.

1.2  Descriptions of Systems Compared in this Paper.

Although many systems claim to be hypertext systems and many more claim hypertext functionality,

in reality there are very few true, complete hypertext systems.  In this paper, we examine eleven

systems which are either hypertext systems or major parts of hypertext systems.  The eleven systems

and their classifications are as follows:

Hypertext SystemKMS

Notecards Hypertext System

Xanadu  Hypertext Back-end          

Hypertext SystemAugment

Hypertext SystemIntermedia

Hypertext SystemNeptune/
   Ham  Hypertext Back-end          
Concordia/
   Document Examiner

Author
Browser

VisiDoc Browser

HyperTIES Hypertext System

HyperCard Hypertext System

Hypertext SystemGuide
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1.3  The Availability of Information on Hypertext Back-ends.

Almost all hypertext back-ends do not utilize the capabilities of database systems.  Only one

hypertext system, Brown University’s Intermedia system, uses a commercial database package

(Ingres).  All other hypertext systems rely heavily on the file system of the operating system on

which they are built.  Since many commercial database systems do not or can not adequately support

the multimedia environments utilized by some hypertext systems, researchers have had little

alternative but to design and build their own back-end facilities.  Undoubtedly, the use of database

systems will increase when easy and fast mechanisms for handling multimedia information are

provided at low cost and across a variety of operating platforms.

On the other hand, the lack of database system incorporation has not seemed to hinder the

development of hypertext systems.  Building on the underlying file system in a variety of ways,

hypertext systems are able to serve their intended audience with performance at adequate levels.

Journals have not encouraged hypertext researchers to report on the development of their back-ends;

rather, emphasis has been placed on user interface issues and the application of hypertext to various

working environments.  Relying on scattered information throughout the literature, technical reports,

personal communications, and experience with selected systems, this paper will report on the

back-end facilities provided by eleven systems having hypertext functionality.
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2.  Architecture of a Hypertext System

For the purposes of this paper, a hypertext system consists of three layers of functionality.  As shown

below, these are the front-end, hypertext and back-end layers.

Front-end
    layer

Hypertext
     layer

Back-end
    layer

Backing
   Store

Client/User

The lines separating the layers are dashed to indicate that, in a hypertext system implementation, a

particular function may be found in either of the two adjoining layers.  For example, in one

implementation, the caching function could be located in the back-end layer while in another

implementation this function could be located in the hypertext layer.  Typical functionality found in

the front-end layer includes the displaying of nodes, links and anchors and the capturing of user

input.  Typical functionality found in the back-end layer includes the storage, retrieval and deletion

of nodes, links and anchors.  The hypertext layer includes the functionality and data abstractions

required to translate user requests at the front-end into actions in the back-end.
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3.  Hypertext Back-end Functions: Definitions and Descriptions

3.1  Definition of Functions.

A hypertext back-end must offer many of the same functions provided by any database management

system.  Below is a list and description of the functions which might be included in a hypertext

back-end.

Create.  In a hypertext environment, the back-end must allow the user to create anchors, links, and

nodes.  Anchors can be pixels, characters, and graphical objects, among other things.  Regardless of

the front-end activity for creating an anchor, the back-end must retain information about the anchor.

Two methods are typically used to manage anchor information.  In one case, information about the

anchor point is embedded within the node itself.  In the second case, anchor information is stored

separately from the node.

In some systems, creating a link also results in the creation of a node.  The destination anchor is

automatically associated with the contents of the newly created node.  Links are also created by

identifying the point of origin and point of destination in one or more existing nodes and then

invoking a create-link function.  This facility allows the user to associate nodes that have already

been created and to attach multiple links to a single anchor point.

Mechanisms to create links vary widely across systems.  Some systems do not require the user to

name or type the link while others require one or both activites.  Names for links can be taken from

the user’s working context or explicitly attached to the link by the user.

Creating an anchor or link is more closely associated with front-end or hypertext layer activity.

Back-end functions generally involve only storing the node package.  The node package consists of

the objects within the node and the anchor and link information which associates this node to other

nodes in the hypertext.  Often, the back-end is not designed to handle anchors or links as first-class

objects; the node and its contents form a single unit of information which is managed by the

back-end.
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When anchor or link information is embedded within the node, anchors and links are usually not

explicitly named by the user.  As anchor and link information move out of the node to become

separate objects processed by the back-end, more complex naming procedures are generally used to

allow each component to be identified individually.  Some hypertext systems automatically name the

components using a sequential numbering scheme while other systems extract characters from the

front-end component name to form a back-end name for the component.  The method for identifying

and associating objects in hypertext is a critical design decision.

A node is referred to as a composite node if its pieces are made up of nodes that can be individually

defined and referenced.  For example, a composite node may be composed of a node containing a

bit-mapped image and a node containing a block of text.  When referenced, the components of the

composite node are treated as a single, logical entity.

Elements of composite nodes may be shared across several composite nodes.  For example,

composite node C1 may consist of elements X, Y, and Z while composite node C2 consists of Y and

W.  Y is a common element between the two composite nodes that is implicitly referenced when

either C1 or C2 is accessed.  Further, the context in which Y may be referenced is also complicated

by the fact that Y can be referenced as a node by itself.  Hence, an update to Y effects not only Y,

but may also impact C1 and C2 depending on the implementation.

Delete.  Due to the fluidity of the boundary between the hypertext layer and the back-end layer, it is

sometimes difficult to determine where certain functions are being performed.  Generally, hypertext

layer data structures contain information about links and anchors allowing the hypertext layer to

implement a deletion mechanism for node contents.  After components of the node are deleted by

the hypertext layer, the package is handed over to the back-end for storage.  The back-end may not

be aware of the structure or content changes made within the node.  Conversely, if anchor and link

information is maintained separately from the node, calls to the back-end are issued to delete or

disassociate the entities from the hypertext.

Node deletion is a function normally provided by the back-end since it usually involves the deletion

of one or more files.  Composite nodes may allow individual component deletion without the
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deletion of the entire composite node.  The deletion of a node usually results in the deletion of the

anchors and links associated with a node.  This is a complex issue when you consider that other

nodes may be linked to the deleted node.  Hence, hypertext systems must address problems of

garbage collection and dangling references.

Retrieve.  Information in a hypertext system is normally retrieved and displayed at the node level.

Although we think of anchors, links, and nodes as individual units when they are created or deleted,

retrieval normally causes all information associated with a node to be retrieved simultaneously.

Link information could be retrieved on demand instead of at the time of node access.  For example,

several links could be associated with a single anchor point.  When the anchor is selected,

information about the various links could be retrieved at that time to allow the user to select a link to

follow.  However, link information is normally retrieved at the same time as the node to optimize the

performance of the system.

In some systems, properties or attributes can be associated with anchors, links, and nodes.  For

example, text in a node could have the property "bold" or "Times Roman 12".  Retrieving property

information may be a function of either the hypertext layer or back-end layer, depending on where

the property information resides at the time of access.  If retrieving a node also retrieves all

information about the node and its contents, including property information, a request for the

attributes of an anchor point may not require the services of the back-end.

Store.  Little distinction is made between creating and storing a node in some hypertext systems.

Most systems do not require the user to explicitly store a node.  When the user exits from the node

by closing or leaving the node display window or by linking to another node, the contents of the

departed node are stored into the hypertext.  In either case, the basic function of the store mechanism

is to place the information on an external storage device.

Although most systems require that the destination anchor be associated with a node or an object in

a node, some systems allow links to exist independently of anchors.  This allows the user to create a

hypertext containing only links in order to define a structure for the hypertext before information is
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placed into it.  The user can return later, navigate to a particular point in the hypertext, and then

create and store nodes containing information.

Copy.  Nodes may be copied in order to merge information to form a new node or to form a backup

copy before modification.  When anchor and link information are embedded within a node, copying

a node normally implies copying this information as well.  Separately stored anchor and link

information allows the node to be copied without copying these elements.

Index.  Indexing mechanisms allow the hypertext back-end to identify, associate, and locate

information in the hypertext.  For example, an index may provide a list of all nodes that contain

bit-mapped images.  Another index may provide a list of all nodes having a particular attribute/value

combination.

Whereas database systems rely heavily on the formation of relations or multiple levels of index

structures, the need for these mechanisms in a particular hypertext environment is related to its

design and intended audience.  Often, a powerful searching mechanism can take the place of certain

indexing requirements.

Search and Query.  Almost all hypertext systems provide some method of finding information in

the hypertext other than navigation.  Generally, search and query mechanisms focus on only one

type of searching scheme -- content search.  This search method employs a pattern matching scheme

by which nodes are scanned for particular objects and a list of nodes containing the objects are

provided.

Other hypertext systems associate a set of keywords or descriptors with each node.  When a node is

created, keywords or other attributes are associated with the node in order to describe the contents of

the node.  The search mechanism uses these attributes to determine whether the node contains what

the user has requested, without evaluating the contents of the node.

Structure search uses a pattern matching procedure on the structure of information in the hypertext.

For example, the user may want to find a tree consisting of one parent and two children in which the

parent node contains the string "search and query" and either child node contains the string
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"structure search" or "content search".  This type of searching can be combined with a graphical

browser so that the user is provided with an overview or map of the information space which

matches the specified structure.

Another method of searching is spatial search.  Users ask for information based on its location in the

space of the node.  Suppose that each node requires a full-screen display and that the screen is

logically divided into four quadrants.  Users can search for nodes having a circle in the upper right

quadrant of the screen.  In a text-based environment, a user might ask the system to find nodes

having a table or highlighted segment of text about half-way down the page.

Version.  Usually, versioning applies to the node level.  Elements of the node are duplicated to

allow the user to apply updates to a copy of the node without destroying its ancestor.  A version can

be constructed by retrieving the existing node, storing it under a different name and then modifying

the new node.  Clearly, the user, hypertext layer, or back-end could provide this service.

Versioning also implies some type of historical tracing by the system.  This would allow users to

access nodes by asking for the "oldest", "newest", or by requesting a specific version of the node.

The system could also provide a summary of changes that have occurred to a node if change

recording is supported by the system.

Versioning is a critical function for some applications of hypertext.  For example, in a software

engineering hypertext application, user activity may involve updating several nodes (source

programs).  The complete set of updates to all nodes during some time interval may be associated

with a new release of the software product.  In this case, versioning not only applies to individual

nodes but to collections of nodes.  Coordinating version sets over multiple nodes in a hypertext

increases the complexity of the versioning problem.

Caching.  The term "caching", as it applies to current hypertext systems, is really associated with

buffering.  Objects handled by the hypertext system are retrieved from secondary storage and

retained in memory (buffers) until they are no longer needed.  It does not appear that full-scale

caching is being done.  However, performance is improved since disk I/O operations are reduced.

Nodes that are frequently referenced are retained in memory for immediate access.  A table of
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contents for nodes, link directory, and even node contents are also buffered by current hypertext

systems.  Likewise, nodes in an animation sequence might be cached to improve the regularity of the

animation playback.

Intelligent caching algorithms could improve performance in other ways.  For example, as users

navigate through a hypertext, the system can anticipate links that will be followed and retrieve nodes

in preparation for access.  Additionally, if the hypertext system is allowed to communicate caching

directives to the operating system’s memory management component, navigational and operational

aspects of the hypertext system can be improved to an even greater degree.

Packaging or Clustering.  Database system designers seriously consider the placement of

information on storage devices in order to improve system performance.  By employing techniques

of packaging or clustering, the database system places related records close together so that several

can be accessed during a single I/O request.  Similar to database or access method procedures,

placing related nodes on the same track or cylinder would improve access to the nodes in a

hypertext.

The ability to cluster information is even more difficult when objects vary greatly in size.  A

bit-mapped image, an animation sequence, or a large text document have unique storage

requirements that may span large areas on external storage devices.  A composite node comprised of

a combination of elements places even greater stress on the back-end to provide adequate

performance.

Backup and Recovery.  In the event of a system failure, a duplicate copy of the user’s data must be

recoverable from alternate storage (tape, floppy, etc.).  Either the system or user (with aid of the

operating system) must utilize methods to copy nodes and structural information to alternate storage.

Many of the hypertext systems do not have an explicit back-end component designed to perform

backup and recovery facilities; the responsibility for backup and recovery is on the user.  Since many

hypertext systems are built directly upon the file system provided by the underlying operating

system, the backup and recovery procedures are normally provided by the operating system.
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Encryption/Decryption, Protection, Access Rights, Security.  Few hypertext systems provide a

mechanism for encrypting data in order to protect the contents of the data from casual viewing.

Although many hypertext systems provide some measure of security, the protection mechanisms

provided by the hypertext system may be different from the protection mechanisms provided by the

operating system.  For example, it may be possible to deny access to a node for selected hypertext

users; yet, access to the node may be possible by bypassing the hypertext system completely.  Some

systems provide security that coordinates with the security provided by the operating system.  In this

case, the node has similar protection at both the hypertext and underlying operating system levels.

Some operating systems do not offer a sufficient variety of access privileges to support the needs of

hypertext.  Read, write, and execute access are not enough for the variety of task contexts in a

hypertext environment.  Below is a brief list of the access privileges needed by various levels of

hypertext users.

--  secure access to selected nodes in the hypertext

--  allow  users to copy nodes

--  allow  users to read nodes but not change or copy the contents of the node

--  allow  users to create anchors and links but not alter the contents of a node

--  allow  users to annotate (write in the margin) but not alter the node contents

Locking, Distributed Access, Shared Access, Concurrent Access.  When information is

accessible by multiple users either on a single machine or through a network, mechanisms must be

provided to protect the integrity of the data.  When simultaneous access is permitted, either the

hypertext layer or back-end layer must ensure that data will not be lost.  On a single machine system

shared by multiple users, the hypertext layer can provide this facility.  If information is distributed

across several machines, the back-end, database system, or file server must provide access and

locking mechanisms to coordinate access.

Some hypertext systems provide unique views of the data for each user.  Each user may then update

their view of the data eliminating the need for access coordination mechanisms.  On the other hand,

simultaneous access by multiple users may require several nodes to be opened concurrently, possibly
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for update.  To aid in synchronizing user activity in non-hypertext environments, database systems

usually employ some type of transaction mechanism.  Since authoring in hypertext may involve

many nodes over long periods of time, transaction mechanisms may have to coordinate access over

several nodes involving large amounts of data.

Data Compression/Decompression.  To reduce storage requirements, back-end components can

compress the data before storing on external storage devices and uncompress the data when it is

accessed.  However, few hypertext systems support these functions.  Since hypertext systems must

optimize performance to reduce user disorientation, compression functions are usually sacrificed for

improved system performance.

3.2  Minimal Set of Functions for a Non-shared Environment.

The minimal set of functions that a hypertext back-end must support in a non-shared user

environment are: create, delete, retrieve, store, and copy.  Since the basic units of information in a

hypertext are anchors, links, and nodes, these functions must logically apply to each of these entities.

As noted earlier, the implementation of these functions on each entity is highly dependent on how

they are represented in both the hypertext and back-end layers.

3.3  Minimal Set of Functions for a Shared Environment.

For a shared environment, the hypertext system must provide the basic functions: create, delete,

retrieve, copy, and locking.  The locking mechanism either prevents multiple current updates to the

same entity or it informs the requestor that the information unit is "busy" and aids in coordinating

concurrent access.  Hence, updates can be scheduled or synchronized through some type of

transaction facility provided by the hypertext system.
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4.  Architecture of a Hypertext Back-end

The particular design of the hypertext system and the platform on which it is built determine which

functions are present in each layer of the hypertext system.  As noted earlier, back-end functions can

be implemented in the hypertext layer, back-end layer, database management system, or file system

of the operating system.  Since only one hypertext system has relied on the facilities of a database

management system, it appears that either hypertext researchers believe the underlying file system is

sufficient, or database management systems are not yet able to provide the support needed for

hypertext environments.  The three designs which characterize most hypertext systems are:

1.  The hypertext system has no explicit back-end component.  All

hypertext back-end functions are provided by the hypertext layer and

either a database system or the file system of the operating system.

operating
system

Back-end
functions

database
system

2.  The hypertext system has a minimally defined back-end.

Functions are shared across the hypertext layer, back-end, and either

a database system or the file system of the operating system.

operating
system

Back-end
functions

database
system
[222z
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3.  The hypertext system has a well defined back-end facility.  The

hypertext layer requests services from the back-end which requests services

from either a database system or the file system of the operating system.

operating
system

Back-end
functions

database
system

The design of each hypertext system effects both its functionality and structure.  Some systems

appear as monolithic implementations without a clear distinction between the various components.

Other systems, such as Neptune/HAM, clearly divide the front-end and hypertext functionality from

the back-end.
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5.  Template for Describing the Back-end of Hypertext Systems

For each hypertext system, the following information will be provided:

5.1  The underlying data model provided by the hypertext system.

This section will describe the basic elements (e.g.  anchors, links, nodes, composite nodes) found in

the hypertext data model.  We will also discuss how relationships between elements are defined and

whether elements can be organized to form personal or shared views over the hypertext.

5.2  The type of data handled by the hypertext system.

Some hypertext systems handle only text while others handle text, voice, sound, and other media.

The media types supported by the hypertext are listed in this section.  We will also describe the level

of support for composite nodes.

5.3 The portion of the back-end functions provided by the system.

This section provides a rough estimate as to the number of back-end functions contained within each

hypertext system implementation.  For example, if a system supports 5 of the 15 back-end functions,

we simply state that 33% of the back-end functions are supported.  Although some systems will

support a function to a greater degree than other systems, we do not attempt to quantify the level of

support for a given function.

This section also identifies the operating system(s) and machine platforms on which the hypertext

system will run.

5.4  How the data model maps into operating system or database file structures.

This section describes how the data model is mapped into the back-end and how the data units are

represented within the operating system or database system file structures.  We will also describe

how anchors and links are stored in relationship to nodes.
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5.5  The level at which the hypertext system supports the back-end functions.

For each of the back-end functions described in section 3.1 of the paper, we will describe how the

function is provided by the hypertext system and, if possible, indicate which layer of the hypertext

architecture implements the function.

5.6  Suggested references for more information on the particular hypertext system.

This section lists the suggested reference(s) which may be used to gather more information on the

details of the back-end for the particular hypertext system.
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6.  Description of Selected Hypertext System Back-ends

6.1   KMS.

6.1.1  The underlying data model provided by the system.

A hypertext in KMS (Knowledge Management System) consists of items, links, and frames.  An

item may be text, a point, or a graphical object.  A text or point object may serve as the source

anchor of a link.  A frame (node) is composed of items.  Source anchors can be either a text segment

or a point.  Links connect the source anchor to another frame.  The target frame for the link serves as

the destination anchor.  Frames are untyped, and each frame must be stored in a frameset.  Shared

views over the information in framesets are formed implicitly through the links that connect the

anchor points.

KMS associates a property list with each object (text item, point item, frame).  The characteristics

and behavior of an object may be changed by altering the values in the property list.  For example,

the link property indicates whether or not the object is an anchor.  If the object is an anchor, the

value for the link property will be the name of the destination frame, otherwise the value will be null.

6.1.2  The type of data handled by the hypertext system.

Frames can contain text, graphics, bit-mapped images, and postscript images.  KMS supports

composite nodes through automatic include links which are associated with a frame or tree of frames

containing postscript programs or bit-mapped images.  When the frame containing the automatic

include link is entered either by displaying or printing its contents, the include link is automatically

followed.  This causes the frame contents associated with the automatic include link to be displayed

or printed.

6.1.3  The portion of the back-end functions provided by the system.

KMS runs on Sun and Apollo workstations and is supported by the respective Berkeley 4.3 Unix

derivative.  KMS is a fully integrated author and browser hypertext system.  To our knowledge,
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KMS does not have an explicit back-end component; however, KMS supports approximately 60% of

the back-end functions previously identified.

6.1.4  How the data model maps into operating system or database file structures.

Anchors and links are not first-class objects in KMS since they are embedded within a frame.  Thus,

the smallest unit of information handled by the back-end is the frame.  Every frame in KMS

becomes a file under Unix.  A frameset becomes a Unix directory which houses the frames in the

frameset.

A frame can contain any number of objects.  Graphical objects may be represented as postscript

programs or as KMS objects.  Text items and item property values are also stored in ASCII format

within the node.  Each item within the node can be directly manipulated by the user, although the

user cannot name each individual item.  A frameset (directory) is named by the user when it is

created.  Frames within the frameset are automatically named by KMS by concatenating the

frameset name and a sequenced integer number.

6.1.5  The level at which the hypertext system supports the back-end functions.

Create.  Frames created within KMS become files to the operating system.  Links are created by

adding a link property to a text or point item.  If an item has a value for its link property, then the

item serves as an anchor point for the link.

Delete.  Frames are deleted by deleting the file associated with the frame.  KMS provides a delete

frame utility to remove frames from framesets.  Links must be explicitly deleted by altering the link

property for an item.  When an item is assigned a null link property value, it relinquishes its role as

an anchor point.

Retrieve.  Frames are retrieved as needed when they are accessed.  Since frame contents are stored

in an encoded format, a transformation from external format to internal format must be performed by
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KMS.  Anchors and links are retrieved at the same time as the frame since they are embedded within

the contents of the frame.

Store.  Frame contents are stored into a Unix file.  Since anchors and links are embedded within the

frame package, storing a frame also implies storing the anchors and links associated with the frame.

Copy.  Two methods of copying are provided by KMS.  KMS allows the contents of one frame to be

merged (copied) into the contents of another.  The second method of copying allows a tree of frames

to be copied into a new or existing frameset.  When a tree of frames is copied, the frames are

renamed and resequenced to match the target frameset.  The tree of frames may span several

framesets.

Index.  An indexing mechanism is not explicitly provided by KMS, although an index frame is built

as the result of a search and query.

Search and Query.  Two methods of content searching are supported by KMS.  The first method

allows a frameset to be searched and the second allows a tree of frames to be searched.  When

searching a frameset, a pattern matching procedure searches only the frames within the frameset.

Frames matching the search pattern are listed on a new frame with all occurrences of the pattern

within the frame identified.  When searching a tree of frames, KMS follows the tree across frames

and framesets to find the search pattern.  Again, frames matching the search criteria are listed in a

new frame allowing the user to follow links to the frames containing the matched item.  Both search

procedures support a search-and-replace mechanism.

Version.  In release 5B, versioning is not explicitly provided by KMS.  However, users can version

nodes by using the merge-frame facility in which the contents of an existing frame can be merged

with the contents of another.  It appears that in a later release, there will be a freeze tree of frames

utility.  Whenever a frozen tree is subsequently modified, a copy of any modified frames will be

placed at the head of a version linked list.
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Caching.  Two caching techniques are provided by KMS.  Text item images can be cached in order

to improve the speed at which text items are displayed on the user’s screen.  Text items are

converted into bit-mapped images which can be processed as a single block thus improving

front-end performance.  In the back-end, the user can indicate the number of complete frames to be

cached simply by assigning an integer value to an element called the frame-cache-size.  The higher

the value, the more frames KMS will retain in memory as they are accessed.  A value of 0 (zero)

assigned to the frame-cache-size turns frame caching off.

Packaging or Clustering.  Not supported.

Backup and Recovery.  KMS does not provide backup and recovery procedures.  The user must

rely on the facilities of the operating system for these services.

Encryption/Decryption, Protection, Access Rights, Security.  KMS offers three levels of

protection.  Frames can be assigned the property value "none", "read", or "write." No protection is

provided with the property "none" (anyone can read or write the frame).  Only the owner of the

frame can access the frame if the frame’s property value is "read." The "write" property allows

frames to be displayed by other users but only the owner can modify the frame.  The owner always

has full privileges for a frame, however, frame ownership can be changed by changing the owner

property of the frame.

In release 5B of KMS, the protection of frames is not reflected in the underlying operating system.

Unix protection at the directory or file level provides read, write, and execute protection for the

owner, group, or others.  The protection assigned at this level may be completely different from the

level assigned within the KMS environment.

KMS does not support data encryption.

Locking, Distributed Access, Shared Access, Concurrent Access.  Shared access to a hypertext is

permitted.  Hypertexts may be distributed over multiple workstations and file servers.  When

concurrent modify access to a frame is attempted, KMS ensures the integrity of the frame by
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notifying the users.  If multiple users are accessing the same frame, those attempting to store after

the first user will be notified that the frame has been modified and their frame contents will be stored

in a new frame.  KMS does not utilize a transaction-based mechanism to control access; version

numbers within each frame provides KMS with necessary information about the age of the frame

contents.

Data Compression/Decompression.  KMS does not support compression and decompression.

6.1.6  Suggested references for more information on the particular hypertext system.

1987.  KMS Reference Manual.  Knowledge Systems Incorporated, Murrysville, PA.

Akscyn, Robert, Robert McCracken, & Elise Yoder.  1988.  KMS: A Distributed Hypermedia

System for Managing Knowledge in Organizations.  Communications of the ACM, Vol.  31, No.  7,

(July), 820-835.
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6.2   NOTECARDS.

6.2.1  The underlying data model provided by the system.

The Notecards system is based on the concept of 3x5 note cards.  Notecards are connected by

creating link icons and links at points within the notecard.  A link connects a link icon to another

notecard within the framework of a notefile.  A browser notecard provides a structural overview

of the underlying notecard information by displaying the link icons associated with each notecard.

Individual user views are not supported since link icons are embedded within each notecard.  Thus, a

single shared view over the information in the notefile is provided by the Notecards system.

All notecards must be filed in a filebox.  A filebox is used to logically organize notecards into related

topics.  Further, a notecard may be filed in several fileboxes since there are no restrictions on which

notecards can be placed into a particular filebox.

6.2.2  The type of data handled by the hypertext system.

Notecards may contain text, graphics, or bit-mapped images.  Cards containing bit-mapped images

can be organized to form an animation sequence.  Notecards may also be hierarchically organized to

form a structured notecard.  A structured notecard is a collection of notecards that are processed as a

single entity.  Although the Notecards system does not explicitly support the notion of composite

nodes, the structured notecard facility provides some of these characteristics.

Each notecard is assigned a property list when it is created.  Font size, font style, node display size,

and other attributes are provided by default and may be modified by the user for a particular

notecard.  User defined property list values may be added to the standard set of properties at any

time.  Properties assigned to a structured notecard are inherited by notecards that comprise the

structure.  The properties associated with the embedded notecards can be changed if desired in order

to override the properties assigned to the group of cards as a whole.

Keywords can be assigned to notecards as elements of the property list.  However, in the current
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release of Notecards, activities (filtering, sorting, indexing, views, etc.) based on keyword values are

not supported.

6.2.3  The portion of the back-end functions provided by the system.

The Notecards system runs on a Xerox LISP machine.  Notecards contains a fully integrated

browser, author, and graphics editor.  The Notecards system is one of the few hypertext systems that

has an explicit back-end with over 50 LISP functions providing the back-end functionality.

Notecards supports approximately 57% of the standard back-end functions.

6.2.4  How the data model maps into operating system or database file structures.

All notecards are stored in a single notefile.  A notefile is associated with a file in the Xerox

environment.  A notecard can be arbitrarily large since scrollable windows are used to display the

contents of a notecard.  Link icons are embedded within the substance of each notecard.

Each time a notecard is created and stored, its contents are appended to the end of the notefile.

Pointers in the index area of the notefile retain information about the address of the card with respect

to the entire notefile.  As cards are replaced and the notefile is extended, pointers within the index

area are updated to reflect the new position of the card.  Eventually the notefile must be compressed

(compacted) to reduce the garbage within the notefile.  Functions are provided by the Notecards

back-end to perform these services.

6.2.5  The level at which the hypertext system supports the back-end functions.

Create.  Explicit back-end functions create link icons, links, fileboxes, property lists, and nodes in

the Notecards system.  Although the original release of Notecards only provides "to" links, "into"

links are planned for a later release.

All notecards must be "filed" in a filebox.  Functions to create and process a filebox are provided in
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the back-end.  User property/value pairs may be added to the propertly list for notecards or fileboxes

although functions to perform activities on these values are not currently supported.

All notecards must be titled by the user even though they are automatically named internally by the

Notecards system.  Stored names consist of the letters NC followed by a unique integer number

which is sequenced as each notecard within a notefile is created.

Delete.  Users can invoke functions to delete links, notecards, fileboxes, and notefiles.  Two

methods exist for deleting links.  A link can be deleted by deleting the source anchor associated with

the link icon or if several links are defined from a single source anchor, a link can be deleted by

selecting both the source and destination anchors and then invoking the delete link function.

User-defined properties may be deleted.  System defined properties may not be deleted by the user.

The delete filebox function causes the filebox and all links to the filebox to be deleted.  All cards

that are not filed in a filebox are moved to a special "orphans" filebox so that their contents are not

lost.  The cards can be refiled in another filebox at the user’s convenience.

Retrieve.  Notecards has different levels of retrieval for notecards and notefiles.  Since the back-end

functions can be used to build applications on top of the Notecards system, functions are provided

which retrieve notecards, access their properties, and report on links to and from notecards.  The

retrieve functions may operate independent of the display environment, that is, notecards are not

displayed unless functions to display their contents are invoked.

Store.  All entities of a notefile are placed into a single physical file.  New or updated notecards are

appended to the end of the notefile while index entries are updated to reflect card position,

properties, and link information for each card.  Store methods allow the user to save, close, or save

without closing.  Similar functions apply to fileboxes.

Copy.  Facilities to copy the contents of text or graphic notecards are provided.  However, these

functions are primarily associated with front-end activities.  Back-end copying functions allow
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applications to copy only the contents of a notecard, links associated with a notecard, or both links

and contents.

A different type of one-time-only copy function replaces link icons with the contents of the cards to

which they are associated.  Thus, a single card is formed with link icons being replaced with

contents from other cards.  With this mode of copying, the user has control over which link icons are

expanded.  The user can request that all links or only selected links (determined by the user) be

expanded.

Index.  Notecards provides indexing facilities from several viewpoints.  Back-end functions provide

a list of all notecards contained in a filebox or in a notefile, a list of all backward and forward links

which are associated with a particular notecard, a list of all notecards having a particular link type,

and a list of all fileboxes in which a notecard is filed.  The current release of Notecards does not

support indexing based on system-defined or user-defined properties for a notecard or filebox.

Search and Query.  A case sensitive content search can be performed on the titles of each notecard.

Searches on the contents of a notecard or property list values are not currently provided but are

expected in the next release of the system.

Version.  Versioning is not supported for notecards within a notefile.  However, a notefile is

versioned when it is compressed (compacted) to reclaim unused space within the notefile.

Caching.  When notecards become "active" they are placed into a main memory cache.  Cards

cannot be displayed unless they are first retrieved and stored in cache.  Since each card has a

property list, cache also holds this information.  Cards are removed from the cache when they are

deleted or when they are closed.

Packaging or Clustering.  Information not available.

Backup and Recovery.  Notecards does not have an explicit backup and recovery facility.

However, check-point operations are provided to aid in system recovery in the event of a failure.
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Encryption/Decryption, Protection, Access Rights, Security.  Notefiles can be "checked out" of

the system.  This causes the original file to be copied, renamed, and the directory entry for the

original file to be locked.  The copy is used as the working document until it is "checked-in".  The

check-in procedure performs the reverse of the check-out procedure.  Since notecards are contained

within notefiles, individual notecards cannot be accessed concurrently by multiple users.

It does not appear that Notecards provides data encryption.

Locking, Distributed Access, Shared Access, Concurrent Access.  Notecards was originally

designed as a single user system.  We understand that work is being done to support a multi-user

environment, but we are not aware of any system releases which support this facility.

Data Compression/Decompression.  To our knowledge, Notecards does not support this function.

However, Notecards does contain a garbage collection function which cleans up the contents of a

notefile to recover space occupied by previously deleted or replaced notecards.

6.2.6  Suggested references for more information on the particular hypertext system.

Halasz, Frank.  1988.  Reflections on Notecards: Seven Issues for the Next Generation of

Hypermedia Systems.  Communications of the ACM, Vol.  31, No.  7, (July), 836-852.

Trigg, Randall, Lucy Suchman, & Frank Halasz.  1986.  Supporting Collaboration in Notecards.

Proceedings of the Conference on Computer Supported Cooperative Work, Austin, Texas,

(December), 153-162.

Trigg, Randall, Thomas Moran, & Frank Halasz.  1987.  Adaptability and Tailorability in Notecards.

Proceedings of the Second IFIP Conference on Human-Computer Interaction, (INTERACT ’87),

(Eds.  H.  Bullinger & B.  Shackel), Elsevier Science Publishers (North Holland), 723-728.

Halasz, Frank, Thomas Moran, & Randall Trigg.  1987.  Notecards in a Nutshell.  Proceedings of

the ACM Conference on Human Factors in Computing Systems, (CHI+GI), Toronto, (April).
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6.3   INTERMEDIA.

6.3.1  The underlying data model provided by the system.

A hypertext system in Intermedia consists of link markers, blocks, links, and documents.  A link

marker is an object (icon or highlighted point, text character(s), or graphic element(s)) to which any

number of links can be attached.  Links connect link markers to provide an interlinked network of

documents.

Documents consist of information blocks.  Blocks can be any size and can contain any information.

Links connect blocks to form the hypertext network.  Intermedia supports both to and into links

between documents.  Links are bidirectional allowing the user to navigate in either direction.

Attribute/value pairs can be associated with blocks and links to provide characteristics for each

object.  Keyword attributes are used to filter information.  Notes (explainers) can be attached to links

to aid the user in understanding the context in which the link was made.  A personal view (web) is

provided over the document network, since Intermedia stores anchor and link information separately

from the node contents.

The collection of all documents within the Intermedia environment is called a database.

6.3.2  The type of data handled by the hypertext system.

Intermedia supports text, graphics, and bit-mapped images within its basic set of data types.  Later

releases are expected to interface with CD-ROM devices for animation purposes and movie-like

displays.  Sound is probably supported at this time, although specific details about this facility are

not available.  Intermedia does not support composite nodes.

6.3.3  The portion of the back-end functions provided by the system.

Intermedia was first implemented on IBM RT and Sun systems running Berkeley Unix.  It moved

from these platforms to a Macintosh II system in 1987.  The Intermedia system has several

fully-integrated authoring and browsing tools.  These tools include a text processor, graphics
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drawing tool, a timeline editor, a scanned-image viewer, and a 3-D modeling tool.  Future versions

are expected to include a music editor and a video clip editor for CD-ROM displays.  Many of the

back-end functions are provided by the Ingres database management system.  Approximately 57% of

the back-end functions are supported by the Intermedia environment.

6.3.4  How the data model maps into operating system or database file structures.

Documents are stored as files within the underlying operating system.  Data associated with link

markers, links, properties, and webs are stored as tuples in the Ingres relational database system.

Back-end names are automatically assigned to objects as they are created.

6.3.5  The level at which the hypertext system supports the back-end functions.

Create.  When anchors, links, documents, and webs are created, properties are assigned either to

system-defined or user-defined elements.  Links are created by highlighting a region or object within

a document window and then invoking the start link function.  The destination point of a link is

indicated in a similar manner.  The link connecting the anchor points completes the connection and

is formed through another menu selection.

Delete.  Links, documents, and user-defined properties may be deleted by invoking appropriate

functions.  The deletion of a link does not cause the link markers to be deleted; instead, they retain

their positions in the source and destination documents to remind the user of the previous link.  The

link markers can be removed if desired.  Similarly, deleting a document deletes all links associated

with the document but does not remove the link markers from the original positions.

Retrieve.  When Intermedia opens a document, the database is queried for all information about the

document.  Link, node, and web information reside in separate files with some information handled

by Ingres and other information stored in standard operating system files.  Once retrieved, this

information is integrated into the document’s internal structure to provide a single visual appearance

to the user.
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Users can switch between webs by closing a web and opening another.  Only one web may be open

at a time.  Documents may be retrieved outside of a web in which case no link information is

associated with the document.  Local and global maps are provided to help the user navigate within

the information network.

Store.  Link information is stored as tuples in the Ingres relational database system with documents

being stored as files.  Tuples contain unique id’s for each link as well as information about the

document, type, and block numbers to which the link is attached.  Unique sequenced id numbers are

used to identify each element handled by the system.  Id numbers are assigned when entities are

created.  However, objects do not become permanent until the web containing the documents is

closed.  All user activity is batched until the web is closed (stored), at which time the transactions

performed during the user session are applied to the database.

Copy.  The front-end for Intermedia is built upon the Macintosh interface.  Therefore, a Mac-style

copy/paste procedure is used to support copy operations where users select the region to be copied

and invoke a copy function from a menu.  The cursor is positioned to the target point, and the

information (including any links) is pasted into the new location.

Index.  Indexing based on document contents is not provided by the Intermedia system.  However,

graphical maps provide local and global perspectives on the information within a web to aid in user

orientation.

Search and Query.  Several methods of searching are provided by Intermedia.  Users can search

document titles, attribute/value pairs, and keywords.  Furthermore, a generalized filtering

mechanism can be applied to control user viewing conditions.

Version.  Not supported.

Caching.  Information not available.
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Packaging or Clustering.  Information not available.

Backup and Recovery.  Information not available.

Encryption/Decryption, Protection, Access Rights, Security.  It is not clear whether the system or

Ingres provide any form of encryption on Intermedia data.  However, protection mechanisms are

provided in the form of access rights.  Access rights are assigned to individuals when they enter the

Intermedia system and to a document when it is stored.  Document protection can be assigned at an

individual, group, public, or administrator level with specific access rights for each user category.

Nodes can be individually protected, or protection can be based on a particular view (web).

Intermedia also allows users to annotate (create links) while protecting the node contents.

Locking, Distributed Access, Shared Access, Concurrent Access.  When Intermedia was installed

on the RT platform, a multi-user shared networking environment was supported.  A centralized

network file server was used to service Intermedia systems on both RT and Sun machines.  Since

webs and links are constructed over the document nodes and are not embedded within the nodes,

multiple users are allowed to annotate nodes simulateously.  When document update is requested, a

single-writer, multiple-reader scheme is used to control node access.

Ingres provides concurrency control for link markers and link information.  Updates are not applied

to the database immediately but instead are batched and applied when a web is saved.

Now that Intermedia has been ported to the Mac II environment, it is not clear what level of sharing

will be available.  Since the design still utilizes the Ingres system for back-end support, it is very

likely that multiple users will be permitted over some type of networking configuration.  It is also

likely that the system will utilize a transaction mechanism to synchronize data access, although

specific details on this facility are not available.

Data Compression/Decompression.  Information not available.
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6.3.6  Suggested references for more information on the particular hypertext system.

Meyrowitz, Norman.  1986.  Intermedia: The Architecture and Construction of an Object-Oriented

Hypermedia System and Applications Framework.  Proceedings of the Conference on

Object-Oriented Programming Systems and Languages, (September), 186-201.

Yankelovich, Nicole, Bernard Haan, Norman Meyrowitz, & Steven Drucker.  1988.  Intermedia: The

Concept and the Construction of a Seamless Information Environment.  Computer, (January), 81-96.

Smith, Karen, & Stanley Zdonik.  1987.  Intermedia: A Case Study of the Differences Between

Relational and Object-Oriented Database Systems.  Proceedings of the Conference on

Object-Oriented Programming Systems and Languages, (October), 452-465.

Garrett, L.  Nancy, Karen Smith, & Norman Meyrowitz.  1986.  Intermedia: Issues, Strategies, and

Tactics in the Design of an Intermedia Document System.  Proceedings of the Conference on

Computer Supported Cooperative Work, Austin, Texas, (December), 163-174.
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6.4   NLS/AUGMENT.

6.4.1  The underlying data model provided by the system.

Augment is a hierarchical file system that supports an interlinked network of information.  The

Augment data model consists of two major components, index area and data area.  The index

contains structural information about the order and relationship among data elements.  Statements

(nodes) are linked through property lists which contain the information to support the link.

Statements are organized into structures with the collection of structures forming a document.

Each statement is a variable-length field that can contain up to 2000 characters of information.  Each

statement is uniquely identified by NLS/Augment through its level within the hierarchical structure

and relationship to statements at the current level.  For example, statement numbers such as 1, 1a, 2,

2a, 2b, 2b1, 2b2 and so on clearly identify the level and statement within level associated with the

overall structure.  Links are embedded within the body of the statements.  Thus, a single shared view

over the information is provided.

6.4.2  The type of data handled by the hypertext system.

NLS/Augment supports text, graphics, bit-mapped images, and electronic signatures.  Although the

basic set of data types are handled by Augment just as in any other system, a more unique concept is

that of the electronic signature.

The electronic signature allows users to "sign" documents electronically .  The sender and receiver

of the document and accompanying signature utilize passwords to secure and verify the validity of

the signature.

6.4.3  The portion of the back-end functions provided by the system.

Augment runs on a DEC mainframe.  Augment supports approximately 70% of the back-end

functions.
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6.4.4  How the data model maps into operating system or database file structures.

A single file contains all of the information for an Augment document.  The file is partitioned into

control, index, and data components with the size of the file limited to no more than 370 data blocks

of about 512 words each.  Link information is stored in the index area in what are called structure

blocks.  Information is randomly accessed as it is needed from within the document file.

Statements are linked hierarchically and randomly.  Hierarchical links are handled through

parent/child pointers associated with properties for each statement.  This places statements in proper

level and sequence order within the overall information structure.  Links between statements are

supported through statement-to-statement connectors.  These entities are embedded within the body

of their respective statements.

6.4.5  The level at which the hypertext system supports the back-end functions.

Create.  Statements (nodes) are created and assigned properties relative to their position within the

overall network.  When a statement is created, a statement id number is assigned and used to connect

the statement into the tree structure.

Links are created by encoding an identifier within the body of a statement.  For example, the

character string "(OAD,225,7a)" indicates a link from the current statement to statement 7a of

document 225 in the directory OAD.  Indirect links are also supported.  The string "<REF6,1*3>"

instructs the system to go to statement 1 in the document called REF6, follow the link in statement 1

to another statement structure, and, within that structure, go to the third statement [Conklin 1987].

Delete.  Augment allows statements, properties, trees, and files to be deleted.  In most cases,

deletion simply removes the structure pointers associated with the statement(s).  Garbage collection

procedures run at a later time to actually remove the statement from the file.

Retrieve.  Augment provides a standard set of retrieval functions for documents and property lists in

order to retrieve statements, graphics, and bit-mapped images.
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Store.  Links are stored as encoded strings within each statement.  Property lists, statements, and

structural information is stored in fixed-length random-access blocks.  Block and element pointers

connect the information to form an overall information network.  Data blocks are filled

consecutively with subsequent blocks being used only when earlier blocks become full.

Copy.  Information may be freely copied among Augment files and documents.  Individual

statements, properties, or statement trees may be copied in either a restricted or unrestricted fashion.

Copy operations can be restricted through a filtering mechanism provided by Augment.

Functions are also provided to move statements or statement hierarchies (trees).  Statement

properties may also be moved although the outcome of this procedure is not clear.

Index.  A global table of contents which covers all Augment files provides users with a

comprehensive directory to their information.  This list consists of titles, filenames, or descriptions

which provide links to the appropriate nodes within each file.

Search and Query.  Augment contains several search and query mechanisms on content and

properties.  The Journal provides quick access to documents by searching author, address, title, and

keyword indexes.  The Journal is an global table of contents for the Augment hyperspace.

Version.  Augment provides complete support for versioning through its journal facility.  Large

documents consisting of several sections can be automatically journaled as they go through various

levels of production.  A "matcher" function will display versions collaterally with differences

highlighted.

Caching.  Augment caches file blocks in memory to improve performance.  The cache contains

index and data blocks that are associated with the statements currently being displayed.  The size of

the cache and details on the caching methods are not available.

Packaging or Clustering.  Information not available.
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Backup and Recovery.  Information not available.

Encryption/Decryption, Protection, Access Rights, Security.  Augment is the only hypertext

system which supports data encryption.  Passwords are used to encrypt/decrypt data so that users can

share data and be assured of confidentiality.  Explicit protection mechanisms for read, write,

annotate, delete, and update access have been designed into the Augment system.

Locking, Distributed Access, Shared Access, Concurrent Access.  Augment supports a

single-writer, multiple-reader protection mechanism.  When a user updates a file, a copy of the file is

checked out from Augment.  The user proceeds to update the copy with all other users accessing the

original.  No other user is permitted to update the original file while it is checked out.  After

updating, the modified blocks from the original file are replaced with their new contents.

Augment supports two methods of multi-user access.  In the first mode, users or applications access

Augment files without being involved in a concurrent collaborative session.  The second method

allows users to access documents concurrently in a face-to-face manner.  In other words, the users

are able to view information presented at each other’s screen and carry on a dialogue as if they were

sharing a single display and keyboard.

Data Compression/Decompression.  Augment does not have an explicit compression function but

does utilize a garbage collection scheme to reclaim unused space within a document file.

6.4.6  Suggested references for more information on the particular hypertext system.

Engelbart, Douglas, Richard Watson, & James Norton.  1973.  The Augmented Knowledge

Workshop.  National Computer Conference Proceedings, AFIPS Press, (June), 9-21.

--------.  1986.  Augment: Applications and Features.  McDonnell Douglas Corporation, (January).

Engelbart, D.  1984.  Authorship provisions in Augment.  Office Automation Conference Digest,

465-472.
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Engelbart, D.  1984.  Collaboration support provisions in Augment.  Office Automation Conference,

51-58.

Conklin, Jeff.  1987.  Hypertext: An Introduction and Survey.  Computer, Vol.  20, No.  9,

(September), 17-41.
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6.5   NEPTUNE/HAM.

6.5.1  The underlying data model provided by the system.

Neptune provides the front-end and hypertext layers for the Neptune/Ham system.  Ham is a well

defined hypertext system back-end.  Anchors, links, contexts, and graphs comprise the underlying

data handled by the system.  Anchors are regions of text to which links may be associated.  Links

may address any point within a node thus allowing the Neptune/Ham system to support to and into

links.

Nodes are classified as either archived, nonarchived, or append-only.  Append-only nodes are used

for logging purposes.  Nodes are grouped into contexts.  A context is associated with a user’s project

id number, machine id, and directory id.  Several contexts can coexist within a single graph.  When a

user logs in, a context id number is computed and assigned to the user for the current session.  As

nodes are created, the context value is added to the node’s property list to delineate the node as

belonging to a particular context.

A graph is the collection of all anchors, links, nodes, and contexts that form a network of

information.  Webs may be formed by assigning an attribute/value pair of "Web=xxxx" to each node.

A filtering mechanism actually provides web views by limiting user access to nodes having the

proper web attribute/value pair.  Links may also be assigned attribute/value pairs so that filtering can

be applied to the link level.

6.5.2  The type of data handled by the hypertext system.

Ham supports nodes containing text, graphics, and bit-mapped images.  Ham regards all nodes as

having arbitrary contents and arbitrary structure.  Thus, node contents and relationships are provided

by Neptune.
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6.5.3  The portion of the back-end functions provided by the system.

Neptune is built upon the Smalltalk environment, while Ham runs under Unix.  Neptune/Ham

supports approximately 67% of the back-end functions.

6.5.4  How the data model maps into operating system or database file structures.

Link information and node contents are stored as separate entities by the Ham back-end.  Links and

nodes can have attribute/value pairs associated with their contents.  Nodes become files to the

underlying operating system, whereas contexts are logical entities which are represented by different

attribute/value combinations.

A directory in the underlying operating system is associated with a graph in the Neptune/Ham

system.  Cross-context links relate nodes in one context to nodes in another.  Again, these entries are

managed through properties associated with the various elements.

6.5.5  The level at which the hypertext system supports the back-end functions.

Create.  User activity in Neptune results in function calls to the Ham back-end.  Attribute/value

pairs associated with links and nodes are also created through function calls to Ham.  The system

provides a default set of attribute/value pairs and allows the user to extend the list as much as

desired.  Although a user can assign names to objects, Ham provides a unique name for each object

when it is created.

Delete.  Two levels of deletion are provided by Ham.  The first type of deletion is referred to as

destroy and the second is called delete.  The destroy mechanism logically deletes information from

the hypertext but does not physically remove it from the system.  Quite possibly, information can be

recovered using this method although the literature is not clear on this issue.

The second level of deletion is a physical deletion.  Links and nodes may be deleted and
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attribute/value pairs can be removed from objects.  Deleting a node causes all links into and out of

the node to be deleted.

Retrieve.  Ham primitives provide access to all stored objects.  Nodes, links, and attribute values

may be retrieved by invoking the appropriate function.

Store.  Individual functions to store nodes, links, and attribute/values are provided by the Ham

back-end.  Details on the actual format of the stored information are not available.  However, links

are stored as properties associated with each node stored by the back-end.

Copy.  Links and nodes may be copied with Ham.  Attribute/value pairs cannot be copied

separately from the nodes and links.

The link copy function is somewhat unique in the Ham back-end.  The source anchor for a link can

be copied and associated with a different destination anchor.  Thus, multiple links can be associated

with a single anchor point.

Index.  Neptune/Ham does not have an explicit indexing facility.  Index-like facilities are provided

by a filtering mechanism.  Users can specify the attribute/values associated with a particular session;

Ham then selects only those nodes meeting the stated criteria.

Search and Query.  Users can issue content searches on attribute/value pairs or nodes.  Searches

can span all versions of a node.  A general purpose filtering mechanism which supports predicate

logic provides the "viewing" mechanism for any front-end activities.

Version.  Ham provides a complete two-level versioning mechanism.  When an archived node is

updated, a new version is created and added to the version tree for the node.  Complete nodes are not

stored in the version tree; rather, version deltas are used to maintain the version history and reduce

space requirements.  A "node difference" browser allows users to compare versions to determine

how they are different.  A layered-versioning scheme that applies to the entire graph is currently not

supported but is expected in later releases of the system.
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Versioning can be applied to two levels.  A "major version" is created when the contents of a node

are updated.  A "minor version" is created when property information or link information for the

node is changed.  Since node contents are stored separately from property information, the

versioning mechanism provided by Ham manages both aspects of node updating.

When a new minor version is created, information on each of the links within the node may not be

versioned.  Link information is only versioned if the attributes of the link have changed.  For

example, if the position of a link is changed then the link is versioned by the Ham back-end.

Caching.  Information not available.

Packaging or Clustering.  Information not available.

Backup and Recovery.  Information not available.

Encryption/Decryption, Protection, Access Rights, Security.  Ham does not encrypt node

contents.  It does provide protection in the form of an access control list.  An access control list

consists of a user or group name and a set of permissions.  The permissions allow users to access

nodes for read-only, annotate (create links but not modify the node contents), update (nondestructive

update), or destroy (physically delete).  It is not clear if the protections assigned under Neptune/Ham

carry into the protection mechanisms provided by the operating system.

Locking, Distributed Access, Shared Access, Concurrent Access.  Ham supports a multi-user,

distributed environment.  Ham runs as a central file server with remote machines requesting services

from the central server.  The system does not notify users of simultaneous update requests but does

provide a transaction mechanism to coordinate simultaneous updates.  Concurrent updates are not

allowed.  Multiple readers may access a node provided that it is not being updated.

Data Compression/Decompression.  Information not available.
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6.5.6  Suggested references for more information on the particular hypertext system.

Delisle, Norman, & Mayer Schwartz.  1986.  Neptune: A Hypertext System for CAD Applications.

Proceedings of the ACM Sigmod Conference, Washington D.C., 132-143.

Campbell, Brad, & Joseph Goodman.  1988.  HAM: A General Purpose Hypertext Abstract

Machine.  Communications of the ACM, Vol.  31, No.  7, (July), 856-861.
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6.6   XANADU.

6.6.1  The underlying data model provided by the system.

Xanadu is strictly a hypertext back-end; it has no front-end to support user activity.  The Xanadu

system stores information using an infinite decimal numbering system allowing each byte of

information to be referenced.  Anchor points are called end-sets with the source anchor indicating

the from-set and the destination anchor specifying the to-set.  Links are stored separately from the

data with link properties being stored in end-set and three-set files.  The actual contents of the

end-set and three-set files is not known due to proprietary restrictions.

Nodes consist of spans of bytes which have any length and any content.  Xanadu is not aware of any

logical meaning associated with the information that it handles.  The collection of byte-spans and

links comprise Xanadu documents.  Since links are not embedded within the document contents, an

arbitrary number of user views may be constructed over the information space.

6.6.2  The type of data handled by the hypertext system.

Xanadu handles information without reference to logical content.  Any information which is

provided to the Xanadu back-end can be stored with hypertext characteristics.

6.6.3  The portion of the back-end functions provided by the system.

Xanadu has only recently become a reality, although its development lifetime has spanned over 20

years.  To the best of our knowledge, a prototype version runs on a Sun workstation.  Based on the

literature, Xanadu is expected to support approximately 70% of the back-end functions.

6.6.4  How the data model maps into operating system or database file structures.

Much of the information about the internal structure of Xanadu is proprietary.  As a result, we

cannot report on the layout of Xanadu files, directories, and so on.  Logically, accessing information
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in Xanadu will require a mapping procedure to convert from the decimal number addressing scheme

into file and offset addresses within the operating environment.

6.6.5  The level at which the hypertext system supports the back-end functions.

Create.  Back-end functions place information on external storage using a proprietary storage

mechanism.  All information is addressable through a decimal numbering system which identifies

the various classifications associated with the data.  For example, the decimal number could identify

the data by machine, user, document, section, subsection and so on.  Data identfied by the number

1.2.3.4.678 could be associated with machine 1, user id 2, document 3, section 4, and byte 678

within section 4.  If data is to be added between bytes 650 and 651, the new bytes would be located

at 1.2.3.4.650.1 through 1.2.3.4.650.n, where n is the number of bytes in the new data stream.  Any

byte is individually addressible, while spans of bytes are identified by specifying a starting point and

a length.

Delete.  A single deletion mechanism is provided by the Xanadu back-end.  The application layer

invokes a function to delete a span of bytes from a document.  However, it is not clear how the

deletion of a byte span effects the links defined over that span.

Retrieve.  Content byte spans are requested from Xanadu by specifying the starting address and

length of the span to be retrieved.  Link span sets are retrieved by identifying the starting position

and length of content span over which the links may be defined.  The two requests can be combined

into a single function which retrieves both the content and link information associated with a span of

bytes.

The retrieval of content information is separated from the retrieval of link information, because

Xanadu supports operations on content or links without involving the other data element.

Store.  Byte spans may be inserted into a document by identifying the starting offset and content of

the new information.  Link information is stored when it is created.  Links are defined by identifying
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the content spans associated with the from-set and to-set for the link.  Xanadu also provides an

append function whereby information may be appended to the end of the current document.

Copy.  Byte spans may be copied by identifying the starting position and length of the source span,

and the address of the target span.  A rearrange function allows byte spans to be interchanged, not

necessarily copied.  With this function, a source and target span are identified for rearranging as a

pair of data addresses.  Accommodating for differences in the lengths of the two spans, the byte

spans are interchanged within the document body.  For both operations, it is not clear how links are

effected.

Index.  The data handling mechanisms will allow the user to issue queries about information content

and link connections.  Xanadu will aid in determining the number, type, and owner of links that

connect information, the number of links between two information spans, and report on the "next" or

"previous" link with respect to the current location in a document.

Search & Query.  A content search mechanism will return a list of all documents containing a

particular byte span.

Version.  Data is stored by appending or inserting bytes within the body of existing information.

Existing data is simply built upon to create new documents.  Thus, Xanadu provides a complete

versioning mechanism whereby users will be able to step backward through all changes made to

byte spans.  Xanadu also provides a version-difference facility whereby different versions of the

same document can be displayed collaterally for user comparison.

Caching.  Information not available.

Packaging or Clustering.  Information not available.

Backup and Recovery.  Information not available.
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Encryption/Decryption, Protection, Access Rights, Security.  We do not know if data will be

encrypted within the Xanadu environment.  However, protection will be supported by assigning

access rights based on individual, group, or public access.  Protection mechanisms such as write,

update, or annotate are not required since new data is primarily added to the old.

Locking, Distributed Access, Shared Access, Concurrent Access.  The goal of the Xanadu system

is to provide world-wide back-end support for hypertext across all machine platforms.  Multi-user

concurrent access to a distributed information base will characterize future releases of the system.

Data Compression/Decompression.  Information not available.

6.6.6  Suggested references for more information on the particular hypertext system.

Gregory, Roger.  1988.  Personal communications.

Gregory, Roger, 1983.  Xanadu: Hypertext from the Future.  Dr.  Dobb’s Journal, No.  75,

(January), 28-35.

Nelson, Theodor.  1965.  A File Structure for the Complex, the Changing, and the Indeterminate.

Proceedings of the 20th National ACM Conference, 84-100.

Nelson, Theodor.  1980.  Replacing the Printed Word: A Complete Literary System.  Information

Processing ’80, (Ed.  S.H.  Lavington), North-Holland Publishing Company, IFIP Press, 1013-1022.
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6.7   CONCORDIA/DOCUMENT EXAMINER.

6.7.1  The underlying data model provided by the system.

Concordia is a paper-oriented document composition tool, while the Document Examiner is an

on-line browser that offers hypertext-like features.  Concordia utilizes the concept of records to

contain information.  Records are typically associated with sections of a manual.  Records are

typically small; a single record would not comprise an entire chapter.  Records are linked to form a

string of records in order to produce a linear document.

A single view over information is supported.  Printed views may be changed by altering the link

types that connect the various records.  Since all link types cause information in one record to be

included (embedded) into another, the chain of records and links result in a single user view.

Records consist of a title section (name of the record), record type, contents, a one-liner field, and a

set of optional keywords.  The one-liner can be included in other records to serve as a description of

the record.  Keywords assigned to the record are used to build the printed document index.

Concordia does not utilize record keywords in searching procedures; however, Document Examiner

does utilize these keyword values for searching.

Links are generally created after records have been authored.  Although records are automatically

named by the system, logical names assigned by the user are used in the linking process.  Clearly, a

mapping from logical to actual name must be performed by the Concordia system.
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6.7.2  The type of data handled by the hypertext system.

Text, graphics, and bit-mapped images comprise the majority of elements handled by the Concordia

and Document Examiner systems.  However, postscript programs and LISP programs may also be

included in records.  LISP programs may be evaluated interactively from within the Document

Examiner system.  Thus, the manual becomes a dynamic medium through the facilites provided by

these tools.

Concordia uses a markup language to aid in document formatting, while the graphics editor provides

an object-oriented method for creating visual displays.  Together, the editors and document

formatter provide linearized documents which can be displayed or printed.

6.7.3  The portion of the back-end functions provided by the system.

Concordia and the Document Examiner run on the Symbolics Genera 7.2 environment.  Both are

stand-alone packages, but together they provide approximately 63% of the back-end functions.

6.7.4  How the data model maps into operating system or database file structures.

Records created in Concordia are stored as files in the Symbolics system.  A set of records comprise

a document, while documents are associated with a directory.  Records are not limited in size,

although a modular writing style which utilizes small records is strongly encouraged for document

composition.

6.7.5  The level at which the hypertext system supports the back-end functions.

Create.  Records comprise the primary unit of data for the system.  Text and graphics may be

included within the contents of each record.  Links are embedded in records and cause information

from other records to be pulled in when the document is "linearized" for printing or display.  In other

words, records are logical sections of a document whereby links are used to chain (string) the

various records together to form a linear document.
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A link is created by positioning the cursor to a point on the display and invoking the create link

function.  The user then enters the logical name of an existing record or selects the record name from

a record name window.  The link type determines how the target record will be processed when the

document is linearized.

Document Examiner allows the user to create a history log of their navigational requests.  This

information may be stored and retrieved to aid in navigating through a document at a later time.

Delete.  Records may be deleted by the system, but any links associated with the deleted record must

be manually deleted.  For example, if record A is linked to record B and record B is deleted, a link

will still exist in A to B.

Since links are embedded within the contents of a record, deleting the contents of a record will cause

the links emanating from the record to be deleted.  A delete function is not applicable to the

Document Examiner system.

Retrieve.  Records are retrieved for editing by Concordia along with all links associated with the

record.  When the Document Examiner system retrieves records, document formatting commands

associated with each record are applied to the document’s layout before it is displayed.

Store.  Concordia stores the contents of a record as a file in the Symbolics environment.  Document

Examiner does not have a storage facility except for storing the contents of the user’s history log

associated with document navigation.

Copy.  Concordia provides a copy/paste facility which can copy text and link information within a

record.  Graphics elements are copied through functions provided by the graphic editor.

Index.  Indexing is provided at the record level.  Both Concordia and Document Examiner can

report the names of records which link to or from a particular record.  The contents and position of

the record in the document hierarchy determine the depth of information provided by the indexing

mechanism.
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Concordia also provides a table of contents index which can be requested at any level in the

document tree.  This index provides the names for all records below a certain point in the hierarchy.

Search and Query.  Concordia does not support a search and query mechanism.  However, several

are provided in Document Examiner.  A table of contents similar to that provided by Concordia and

an overview map which gives the names for neighboring records comprise the basic set.  An

additional keyword index similar to that found at the back of a textbook is also provided.  The user

specifies a topic of interest and requests a list of all records containing the topic.  The search

procedure scans record titles and keywords for the user’s topic.  Logical-and expressions can be used

to aid in narrowing the search.  Candidate records are displayed in a separate window allowing the

user to select entries from the window for display.  Full content searches that span entire record

contents are not provided.

Version.  A complete versioning mechanism can be used for document production.  However, this

mechanism is not provided by Concordia but by the Genera development environment.  This system

automatically maintains version histories for all documents and records and allows users to

designate documents as being in various stages of devopment (similar to a software development

lifecycle).

Caching.  Records and documents are loaded into buffers when access to the documents is

requested.  Thus, memory caching is supported at a level comparable to other hypertext systems.

Packaging or Clustering.  Information not available.

Backup and Recovery.  Information not available.

Encryption/Decryption, Protection, Access Rights, Security.  Not supported by either Concordia

or the Document Examiner.  All protection must be assigned at the operating system level.
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Locking, Distributed Access, Shared Access, Concurrent Access.  Both Concordia and the

Document Examiner may have records served from a centralized file server or across a distributed

environment.  The facilities to support these activities are provided by the Genera environment.

Data Compression/Decompression.  Information not available.

6.7.6  Suggested references for more information on the particular hypertext system.

Walker, Janet.  1988.  Supporting Document Development with Concordia.  Computer, (January),

48-59.

-------, 1987, Concordia Documentation Set, Symbolics, Inc.

Walker, Janet.  1987.  Document Examiner: Delivery Interface for Hypertext Documents.

Proceedings of the Hypertext ’87 Workshop, Chapel Hill, NC, (November), 307-323.
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6.8   HYPERTIES.

6.8.1  The underlying data model provided by the system.

The units of information in HyperTIES are anchors, links, articles, and encyclopedias.

Encyclopedias are composed of a related set of articles (nodes).  Articles are composed of text or

bit-mapped images.

A source anchor is a text string.  When a link is followed, an article is retrieved for display.  The

new release of HyperTIES is expected to allow graphical-text to be incorporated into bit-mapped

articles to provide links to text articles or to other bit-mapped articles.  A single personal view over

the information is formed through the embedded links that connect the anchor points.

6.8.2  The type of data handled by the hypertext system.

Articles can contain either text, graphics, or bit-mapped images.  The current release allows a text

article to contain up to 10,500 characters (150 lines at 70 characters per line).  Graphics articles are

limited to single-window, bit-mapped images.

Personal notes can be attached to each article.  This information is not displayed during user

navigation but can be printed or displayed from the authoring component.  Notes can contain 19

70-character lines.

6.8.3  The portion of the back-end functions provided by the system.

HyperTIES runs on PC-DOS or MS-DOS systems.  A new HyperTIES system is expected which

will run on a Sun workstation using Sun OS.  HyperTIES has separate browser and author

components to permit the distribution of encyclopedias and browsing facilities without the ability to

author.  To our knowledge, HyperTIES does not have an explicit back-end component, nor does

HyperTIES utilize the facilities of a database system.  Approximately 33% of the back-end functions

are supported by HyperTIES.
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6.8.4  How the data model maps into operating system or database file structures.

Each HyperTIES article is stored as a file in DOS.  The collection of all files within a DOS directory

comprise a single encyclopedia.  Links across encyclopedias are not supported.  Link information is

embedded within nodes.  An index to all articles within an encyclopedia serves as a table of contents

for the encyclopedia.

An encyclopedia is limited to no more than 200 articles.  Each article is assigned a title by the user

which is used in constructing the filename associated with the article.  For text articles, the anchor

point (a text phrase) is coerced into an 8-character filename.  Anchor points for graphics articles are

not coerced and must exactly match the name of a compatible graphics file that resides in the

encyclopedia directory.  Articles can be referenced using synonym names if desired.  When an

article is created and saved, synonym names for the article are assigned.  Anchor phrases matching

the article title or synonym are associated with a single article.

6.8.5  The level at which the hypertext system supports the back-end functions.

Create.  Articles are created by the authoring component and are stored as files by the operating

system.  An article consists of three components: title, definition, and body.  Within the body of the

article, the author creates anchor points by surrounding a text string with tildes (to indicate a link to

a text article) or carets (to indicate a link to a bit-mapped image).

HyperTIES does not provide a graphical editor, although graphic images can be displayed.

DOS-based commercial paint packages may be used to create a bit-mapped image which can be

displayed by HyperTIES.

Delete.  Articles can be deleted either by HyperTIES or through the operating system.  When using

the HyperTIES delete function, the article is removed from the DOS directory.  Links to the article

are not updated to reflect the removal of the article.  However, when an article is referenced,

HyperTIES checks for the existence of all associated articles before an article is displayed.  Anchor
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points for which HyperTIES cannot find a matching article are not displayed as anchors; they revert

to standard text phrases within the body of the article.

To delete a link, the user must delete the tildes or carets surrounding the anchor.  It is possible to

delete a link, and hence an anchor point, and not delete the node associated with the anchor and link.

Thus, the user may be required to perform some manual garbage collection procedures to remove

unused articles from the encyclopedia directory.

Retrieve.  The HyperTIES browser and author are two separate tools.  Thus, two different retrieval

mechanisms are used.  From the authoring viewpoint, retrieving an article provides access to text

articles which contain text, anchor phrases (text surrounded by tildes or carets), and document

formatting commands.  When browsing, the document formatting commands are acted upon to

control line spacing while the anchor point indicators result in highlighted (color) character strings.

Since anchors and links are embedded within the nodes, retrieving a node also provides access to the

anchors and links that reside in the node.

Store.  An article package is stored as a single unit within DOS.  Storing an article also implies

storing the anchors and links associated with the article.  Since graphic articles cannot be authored

with the HyperTIES system, the store function does not apply to these entities.

Copy.  This function is not supported.

Index.  A table of contents index is provided by the HyperTIES system.  This index provides an

alphabetical listing of all articles in an encyclopedia.  Users can also obtain an alphabetical listing of

only the text articles or graphics articles.  If the article index has more than 30 entries, a higher-level

lettered index allows the user to navigate to a particular section of the index before the target article

is selectable.

An index based on node contents is not supported by the HyperTIES system.
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Search and Query.  Release 2.2 of HyperTIES does not support a search and query mechanism.

However, it is our understanding that later releases will provide a content search facility.

Version.  HyperTIES does not support versioning.

Caching.  Information not available.

Packaging or Clustering.  Not supported.

Backup and Recovery.  All backup and recovery facilities are provided by DOS.

Encryption/Decryption, Protection, Access Rights, Security.  HyperTIES does not support these

facilities.

Locking, Distributed Access, Shared Access, Concurrent Access.  HyperTIES does not support

these functions.

Data Compression/Decompression.  Although some of the anchor, link, and index information for

an encyclopedia is stored in an encoded format, HyperTIES does not compress article contents.

6.8.6  Suggested references for more information on the particular hypertext system.

Shneiderman, Ben.  1987.  User Interface Design for the HyperTIES Electronic Encyclopedia.

Hypertext ’87 Papers, (November), 189-194.

--------.  1987.  Hyperties User’s Guide.  Cognetics Corporation.
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6.9   GUIDE.

6.9.1  The underlying data model provided by the system.

Guide is a text-oriented hypertext system which provides linking facilities through buttons.  A

button is a text string or bit-mapped image to which a link has been attached.  Four types of buttons

may be defined to effect the way that information is presented and the way the user navigates

through the information.  Nodes are called guidelines.  A collection of guidelines comprise a

complex document.

The hierarchy of buttons and associated text and images form a structure within the confines of a

guideline.  Structures can be manipulated as single entities in order to apply selected functions to all

elements of the structure.  Buttons are embedded within guidelines, and a single personal view over

the information space is supported.

6.9.2  The type of data handled by the hypertext system.

Guide is a text-oriented system and does not provided graphics editing facilities.  However, Guide

does allow guidelines to contain bit-mapped images which have been constructed using a PC-based

paint package.

6.9.3  The portion of the back-end functions provided by the system.

Guide is a PC-based product which runs on either IBM compatible machines (running MicroSoft

Windows) or Macintosh machines.  We do not know if Guide has an explicitly defined back-end

component.  Guide supports approximately 43% of the back-end functions.
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6.9.4  How the data model maps into operating system or database file structures.

Guidelines become files under the DOS system.  We are not familiar with the storage representation

of Guide files on the Macintosh but it is assumed that a guideline would become a Macintosh file.

Guidelines are stored in directories but directories do not serve a specific purpose under Guide.

Files are named at the user level with the standard 8-character filename prefix common to

DOS-based systems.  Links cannot be named nor can attribute/value pairs be assigned to links.

6.9.5  The level at which the hypertext system supports the back-end functions.

Create.  Guidelines and buttons are created within the system by invoking functions from menus.

When a button (link) is to be created, the user highlights a region of text with the mouse and selects

the create link function from a menu.  This causes the region to be bordered with markers related to

the type of link constructed.  Several methods for creating links are provided.  Methods vary

depending on the type of button associated with the link point.  Links are embedded within a

guideline and links between guidelines are permitted.

Delete.  Links are firmly attached to the contents associated with a link.  Thus, to delete a link, the

contents must also be deleted.  However, buttons (source anchors) can be deleted without deleting

the information associated with the destination anchor.

A guideline cannot be deleted from within Guide; operating system services must be used for this

procedure.

Retrieve.  Guidelines are retrieved by specifying the name of the file for the guideline.  Since links

may reference other guidelines, they are retrieved as needed by the system and displayed in separate

windows on the screen.  Guidelines reside in memory until they are closed.

Store.  Two methods may be used to store the guideline package.  First, the user can save a

guideline over the old copy thus replacing the old copy.  The second method allows the user to save
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a guideline under a different (new) name.  Since all guidelines are named by the user, the name

selected must be unique with respect to all other files on the user’s disk.

Copy.  A Macintosh-style cut/copy/paste facility allows any portion of a Guide document to be

copied including bit-mapped images.  A function to copy a complete guideline is not available.

However, a guideline can be copied using the services of the operating system.

The copy mechanism can lead to unexpected results if structured elements are embedded in the copy

region.  For example, a multi-leveled linking structure may be inadvertently copied since Guide

follows any trees within the selected region during the copying procedure.

Index.  Guide does not provide an indexing facility.

Search & Query.  Guide supports a content search mechanism for words or phrases.  Searches

apply only at the current level of display, that is, if a text item has not been "stretched" into the

display, it will not be searched for the pattern.  Guide finds the first occurrence of the item but

allows the user to reissue the search to find subsequent items.  The search facility is supplemented

with a search-and-replace feature.  Case-sensitive searches can also be performed.

Version.  Not supported.  However, user activity is performed on a copy of a guideline.  When the

guideline is stored, the "old" copy of the guideline is replaced by the new version.  Additionally, any

guideline can be stored by the user under a different name thus allowing the user to implement a

versioning mechanism.

Caching.  Information not available.

Packaging or Clustering.  Not supported.

Backup and Recovery.  These services must be performed by the operating system.
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Encryption/Decryption, Protection, Access Rights, Security.  Not supported.

Locking, Distributed Access, Shared Access, Concurrent Access.   Not applicable.

Data Compression/Decompression.  Not supported.

6.9.6  Suggested references for more information on the particular hypertext system.

-------, 1987, Guide: Hypertext for the PC, OWL International Incorporated.
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6.10   VISIDOC.

6.10.1  The underlying data model provided by the system.

VisiDoc is a browsing tool that offers hypertext-like characteristics.  VisiDoc provides a mechanism

for non-linear reading of on-line computer manuals which are displayed using a "stretchtext" format.

When a manual is browsed, the table of contents is initially loaded into the single, scrollable

window.  Each entry in the table of contents is a stretch-link associated with that particular section of

the manual.  The user browses by expanding and contracting the entries in the table of contents.

This style of hypertext is known as "stretchtext" since the text stretches to include new or more

detailed information.

Links connect the chapters and topics within each manual.  Cross-manual links are not provided.

Views are related to the depth at which the user has stretched the information display and not related

to the links that are used to connect the elements of the manual.

6.10.2  The type of data handled by the hypertext system.

VisiDoc displays information containing text and bit-mapped images.  When a link is followed,

VisiDoc repositions to another place in the manual and begins displaying from that point.

Higher-level views provide section title information, while lower level views provided increasing

detail within a particular topic.

VisiDoc also supports LISP programs within the body of a document.  Users can select and execute

the program interactively while browsing the on-line documentation.

6.10.3  The portion of the back-end functions provided by the system.

VisiDoc runs on either a TI Explorer I or II.  To our knowledge, the functionality provided by

VisiDoc is not supported by an explicitly defined back-end facility.  VisiDoc supports approximately

30% of the back-end functions.

59Hypertext Research Lab  ·  Texas A&M University



Data Management Facilities of Existing Hypertext Systems

6.10.4  How the data model maps into operating system or database file structures.

Anchors and links serve as pointers into the manual space.  A manual is stored in a directory while

each chapter within a manual is stored as a file within the directory.  Access is provided by hashing

to predefined view points within each chapter.  For example, chapter titles, section titles, and topics

within a manual serve as source or destination anchors only if they have been previously defined as

view points.  User activity can be recorded in a history log which can be stored, retrieved, and used

later to position the user to points in the manual.  The history mechanism provides a linear or

random backtracking path through the previously viewed sections.

6.10.5  The level at which the hypertext system supports the back-end functions.

Create.  Objects cannot be created under VisiDoc since it has no authoring component.  During

navigation, the history trail formed by the user can be stored in a file under the TI Explorer system.

The user must provide a name for the file when it is stored.

Delete.  Not applicable.

Retrieve.  Information is retrieved from chapter files depending on the user viewing level.  The

on-line computer manual information is structured in a hierarchical manner with the root level being

associated with the table of contents and the leaves being associated with detailed information within

a particular topic.  As the user progresses down the tree, chapter, section, and subsection titles are

"stretched" to reveal information hidden within that section.  Sections must be "contracted" in order

to return to a previous view.

Store.  The only information that can be stored is the user’s history trail.  This is stored in a file

which can later be recalled and used as an aid in navigation.

Copy.  Not applicable.
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Index.  The VisiDoc system seems to be built upon an indexing mechanism which provides a point

of reference into information within the manual files.  The index is hierarchically based with the

number of levels dependent on the number of chapters, sections, subsections, and so on within an

on-line computer manual.

Search and Query.  A general purpose content search mechanism is provided by the VisiDoc

system.  Content searches can search across manuals and can be context sensitive for objects of

particular types.  For example, to find information on the LISP function "CAR" users can limit their

search to only LISP objects.  Other object types include section titles, variable names, and function

names.

Version.  Not applicable.

Caching.  VisiDoc is built upon the Zmacs environment.  When a manual is accessed on-line, pages

of the manual are retrieved and placed into Zmacs buffers.  VisiDoc accesses the information from

those buffers.

Packaging or Clustering.  Not applicable.

Backup and Recovery.  Not applicable since all VisiDoc information is read-only.

Encryption/Decryption, Protection, Access Rights, Security.  All VisiDoc information is

read-only; no protection is required.

Locking, Distributed Access, Shared Access, Concurrent Access.  VisiDoc directories may be

file served from a central machine.  Since information may not be modified, a locking mechanism is

not needed.

Data Compression/Decompression.  Not applicable.
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6.10.6  Suggested references for more information on the particular hypertext system.

There are no published references for VisiDoc.  Descriptions of the VisiDoc system are found in the

TI Explorer manuals.
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6.11   HYPERCARD.

6.11.1  The underlying data model provided by the system.

HyperCard uses the notecard metaphor as its underlying data model.  Information is contained on

cards with cards relating to a common theme stored in a stack.  Each card has a background with

fields, pictures (bit-mapped images), and buttons superimposed on the background.

Buttons provide the card-to-card and card-to-stack linking facilities.  Buttons can be defined on the

background in which case the button becomes a common element to all cards.  Buttons can also be

defined on individual cards to provide unique characteristics for the card.

Buttons, fields, and cards are stored in a stack.  A stack comprises a logical document within

HyperCard.  Documents allow a single user view over the information unless the stack provides

computational facilities through the HyperTalk programming language.  HyperTalk allows the

functionality of HyperCard to be extended thus giving the user the ability to customize the behavior

and activities associated with cards and stacks.

6.11.2  The type of data handled by the hypertext system.

HyperCard supports text, graphics, bit-mapped images (pictures, icons), and sound.  The current

release does not support CD-ROM devices but future releases are expected to do so.  Since the

HyperTalk language allows HyperCard to be extended, animation can be supported by displaying

cards in rapid succession.  Composite nodes are not supported at this time.

6.11.3  The portion of the back-end functions provided by the system.

HyperCard is an Apple Computer product which runs on Macintosh machines.  It is not known if

HyperCard has an explicit back-end.  HyperCard supports approximately 57% of the back-end

functions.
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6.11.4  How the data model maps into operating system or database file structures.

The specific format of HyperCard files is not available.  However, stacks are stored as files and

cards are stored as units of data within a stack.  Fields, buttons, backgrounds, and so on are stored as

elements within each card.

6.11.5  The level at which the hypertext system supports the back-end functions.

Create.  Stacks are created and assigned a name by the user.  This name is used as the filename

outside of the HyperCard environment.  Each card is assigned a unique internal id number as it is

created.  Cards are physically ordered within each stack although their internal id numbers may not

be in sequence with respect to their physical ordering.  The user places a card into its position within

the stack by navigating to the point of insertion and invoking a create card function.

When a stack is created, the layout of the cards in the new stack can be modeled after the cards in an

existing stack.  This allows the user to modify card layouts relative to particular needs.  A card

layout acts as a style sheet for all cards in the stack.  This allows the user to define fields, buttons,

pictures, and a background that will form the basis for all cards in the stack.

Buttons are created and named by the user.  The button name can be displayed alongside the button

to aid in identifying the purpose of the button.  Since each button and card is internally named by

HyperCard, several buttons may be assigned the same name if desired.  Buttons can be represented

as icons if desired.

Links may connect buttons to cards or stacks.  They are created by invoking the create link function.

Since only one card may be displayed at a time, the user must create the button, navigate to the

destination card or stack, and then invoke the complete link function to connect the logical anchor

points.

Delete.  Deleting a stack deletes the file associated with the stack and all cards in the stack.
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Individual cards are deleted by invoking a delete card function.  Buttons are deleted through a clear

button function.

Whenever cards, buttons, or fields are deleted, the space previously occupied by those elements is

lost as garbage.  Stacks continue to grow and accumulate garbage until a compaction function is

applied to the stack.  The user can monitor the amount of garbage in a stack by invoking a function

to display the characteristics of a stack.

Retrieve.  When a stack is opened, information about the stack and the first card in the stack are

retrieved.  Since cards are built upon backgrounds, default fields, and default buttons, characteristics

associated with these elements are also retrieved to construct the cards for display or printing.  As

the user follows links to other cards or progresses sequentially forward or backward through a stack,

card characteristics, contents, and default fields are combined to form the card’s image.

Store.  Stacks comprise the smallest stored unit for HyperCard.  Thus, functions to store or close a

stack cause the contents of the stack to be written to disk.

Copy.  Stacks, cards, buttons, and objects can be copied under HyperCard.  Buttons may be copied

from other stacks but continue to retain their original links or functionality.

Index.  Not supported.  However, other commercial products are available which provide indexing

facilities for HyperCard stacks.

Search and Query.  The current version of HyperCard provides a content search for character

strings.  The function finds the next card in the stack containing the desired string pattern.

Version.  Not supported.

Caching.  HyperCard probably buffers cards to improve performance, however, details about the

caching procedure were not available.
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Packaging or Clustering.  Not supported.

Backup and Recovery.  Not supported by HyperCard.

Encryption/Decryption, Protection, Access Rights, Security.  Much of the stack information is

stored in an encoded format making it appear that an encryption procedure has been applied.

However, a full-scale encryption mechanism does not exist within HyperCard.  Protection is

provided at the stack level.  Stacks can be marked as "can’t delete", or they can be secured from

access through a password mechanism.

Locking, Distributed Access, Shared Access, Concurrent Access.   Not applicable.

Data Compression/Decompression.  A garbage collection mechanism allows space occupied by

previously deleted cards, buttons, and fields to be reclaimed.  However, a true compression

mechanism is not supported.

6.11.6  Suggested references for more information on the particular hypertext system.

--------, HyperCard User’s Guide, Apple Computer Corporation, 1987.
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Summary of hypertext system functionality.

The chart below indicates the functions provided by each hypertext back-end.  The solid circles

indicate that the function is provided at some level.  The hollow circles indicate that the function is

only partially provided or that it will be supported in subsequent releases of the system.
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The chart below shows the approximate percentage of back-end functions provided by each

hypertext system.  As shown in the chart below, most hypertext systems provide no more than 70%

of the functions normally associated with back-end activities characterstic of database systems.
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7.  Performance Issues for Hypertext Systems

It is difficult to measure and report the performance characteristics for each hypertext system.  The

diversity of implementation styles, hardware platforms, underlying operating systems, and user

interfaces all effect the performance level of a system.  In fact, within individual systems, the level

of performance varies widely depending on the type and amount of data within a node.  Therefore,

after reviewing the literature for performance benchmarks with respect to database systems and

hypertext, it is clear that measuring and reporting on the performance characteristics of each

hypertext back-end is not appropriate, possible, or fair at this time.  However, work toward defining

performance benchmarks for hypertext systems is being conducted by David Maier and Arne Berre

at the Oregon Graduate Center.  Results from this research are expected within a year.
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8.  Issues that Impact the Design of Hypertext Back-ends

In this section we identify those issues that will remain critical factors in the design of hypertext

system back-ends.

8.1  Implementation methods for anchors, links, nodes, webs, and trails.

Anchors, links, and nodes form the fundamental elements of a hypertext.  Views and paths over the

information space are constructed using webs or trails.  The major issues with respect to these

elements are:

--  what objects can be anchors?

--  should anchor and link information be stored within or outside of a node?

--  how many links can be associated with an anchor?

--  how big is an anchor point?

--  how many views should be permitted?

--  how should trails be implemented?

--  how should components be named or identified?

8.2  Support for composite nodes.

A node is referred to as a composite node if its pieces are made up of nodes that can be individually

defined and referenced.  For example, a composite node may be composed of a node containing a

bit-mapped image and a node containing a block of text.  When referenced, the components of the

composite node can be treated as a single logical entity.  The major issues are:

--  the ability to reference a single component of a composite node

     as a separate entity

--  the ability to allow components of a composite node to be 

     included as part of more than one composite

--  the ability to coordinate updates to a single composite across

     all references to the components of the composite
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--  the ability to allow users to access portions of a composite node

     instead of the composite node as a whole

8.3  Support for versioning.

A critical issue for certain hypertext applications is versioning.  Some hypertext systems do not

provide explicit back-end support for versioning; users must copy a node in order to create a version

and must remember the name and sequence of the nodes created.  Other systems do provide support

for versioning but limit their support to single nodes.

Critical issues associated with versioning are:

--  how should link versions coordinate with node versions?

--  how should composite nodes be versioned?

--  should all information in a node be versioned or should only

    the deltas for a node be maintained?

--  when should layered versioning be utilized and how should

     it be implemented?

--  is versioning appropriate at the web level?

8.4  The level of sharing, concurrency, and collaborative support.

Some hypertext systems are personal writing and reading tools, while others are designed for

collaborative work environments.  The major issues related to multi-user hypertext systems are:

--  what protection mechanisms are needed for multi-user access?

--  how do you coordinate simultaneous updates to a shared node?

--  how can hypertext be used in collaborative work environments?

--  how can we share hypertexts and provide distributed access?
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8.5  The level of security and reliability and who will provide this support.

Protection mechanisms offered by some operating systems are inadequate for hypertext

environments.  As a result, hypertext systems have had to supplement operating system protection

mechanisms with facilities of their own.  A consistent, centralized facility is needed so that

information is protected both from within and outside of the hypertext environment.

Backup and recovery procedures provided by operating systems and database methods have been

adequate for many computing situations.  However, logical entities in hypertext may not necessarily

map into files within the operating system.  Thus, it appears that some form of backup and recovery

must be provided by the hypertext system.  Individual nodes, views, or versions of nodes may define

the boundaries of the maintenance facilities.

8.6  The type and degree of search and query mechanisms that are provided.

Three search and query mechanisms were identified as being appropriate to hypertext environments

-- content, structure, and spatial.  Yet, hypertext researchers continue to explore only one or two of

the methods, typically, content and structure searching.  Issues here involve:

--  how can we improve the performance of our searching methods?

--  how can intelligent or approximate searching mechanisms be used?

--  what situations are most appropriate for each type of search?

--  what is the nature of spatial search within a hypertext?

8.7  The amount of extensibility and tailorability provided by the back-end.

Several hypertext systems provide a programming interface to allow systems to be enhanced or

tailored to specific needs.  Major issues associated with these facilities include:

--  what level of extensibility is appropriate for a given system?

--  what elements of a system should be tailorable or extendable?

--  how do we design an extensible facility which is easy to use?

--  what functions should be provided by the extension mechanism?
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8.8  Support for dynamic links and computable nodes.

Current hypertext systems employ a static data model, that is, associations between entities in the

hypertext are made by the user and do not change dynamically as the underlying information

changes.  Researchers are proposing new models for hypertext in which associations change

dynamically while node contents evolve to reflect changes in the user’s model.  Using processing

models from artificial intelligence, associations among elements are computed when a node is

accessed.  Thus, the user’s information structure may change over time.
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